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Abstract—WebRTC (Web Real-Time Communication) has sig-
nificantly impacted real-time communication in online applica-
tions, but the need for standardised signalling protocols still poses
significant challenges to its full potential. This paper investigates
the impact of using the QUIC (Quick UDP Internet Connections)
protocol at the transport layer for signalling and information
exchange in WebRTC. A new QUIC-based signalling server for
WebRTC is proposed to address the challenge of establishing
robust connections between peers in poor network conditions by
leveraging the benefits of QUIC. To demonstrate its effectiveness,
the performance of the proposed QUIC server is compared
with that of the WebSocket-based signalling system, implemented
by standard WebRTC solutions, across a network impaired by
controlled network distortions, i.e., delay and packet loss. The
results show that the proposed QUIC server provides a more
robust and efficient solution (i.e., connection is always established
and the average connection time is largely reduced) for WebRTC
signalling in challenging network conditions.

Index Terms—QUIC Protocol, WebRTC, Signalling server,
WebSocket, Network impairments.

I. INTRODUCTION

The recent COVID-19 pandemic has caused a massive surge
in video conferencing tools for diverse remote communication
scenarios, such as business meetings [1], online classes [2],
and virtual events [3]. In particular, WebRTC (Web Real-
Time Communication) - an open-source project developed
by Google in 2011' - has emerged because it enables direct
real-time communications (audio, video, and data) between
browsers and applications without the need for plugins or
third-party software [4]. The peer-to-peer (P2P) communica-
tion implemented by WebRTC allows for efficient and direct
communication between devices and reduces the network load.

Despite its potential, the absence of standardised signalling
protocols poses a significant challenge to WebRTC-based
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applications. Indeed, signalling is a fundamental process in
WebRTC that facilitates P2P connections, session parameter
negotiation, and network address exchange. However, if the
signalling process is affected by adverse network conditions,
establishing a WebRTC session between peers can be challeng-
ing or even impossible [5]. Signalling methods are typically
implemented using the WebSocket communication protocol
over TCP (Transmission Control Protocol), which has been
the dominant protocol for reliable data transfer over the
Internet. However, these protocols do not consider any form of
encryption to secure signalling data, nor they assure reliable
signalling processes under congested networks [6].

Recently, a new protocol called QUIC (Quick UDP Internet
Connections) has been adopted for various applications, such
as Google services, video streaming platforms, and gaming
applications, due to its faster connection setup, reduced la-
tency, and built-in encryption [7]. QUIC has emerged as a
potential alternative to TCP, because of its robustness and abil-
ity to handle network impairments. In [8], the authors stated
that the QUIC protocol performs comparably to TCP under
ideal network conditions. Thus, in this paper, we propose
a novel implementation of a QUIC-based signalling server
for WebRTC applications. The objectives of our study are
to evaluate and compare the performance of the proposed
QUIC-based approach with that of a common TCP-based
WebSocket signalling server in terms of communication setup
time and connection error rate. To this aim, we performed
thorough experimental tests by introducing different levels
of network distortions (delay and packet loss rate) into the
network utilised by the considered signalling servers to estab-
lish communication between two WebRTC peers. Performance
evaluation shows that the QUIC-based server outperforms
TCP-based WebSocket servers in handling delay, packet loss,
and delivering higher fault tolerance. In addition, QUIC counts
security services (e.g., encryption and authentication) to the
signalling scenario.

The rest of the article is organised as follows: Section II
briefly reviews the related work on signalling systems. Sec-
tion III presents the proposed QUIC-based signalling server,
whereas in SectionlV we introduce the experimental design
of the conducted tests. In Section V, we discuss the obtained
experimental results and, finally, Section VI concludes the
manuscript.



II. RELATED WORK

Various approaches have been explored in signalling appli-
cations for real-time systems to exchange the SDP (Session
Description Protocol) and manage connections between peers
[9]. One crucial aspect that affects the implementation choice
is the type of transport protocol used, which varies depending
on the environment [10]. Two standard transport protocols
used for signalling applications are TCP and UDP (User Data-
gram Protocol), each with advantages and limitations [6]. TCP
is a connection-oriented protocol that ensures reliable delivery
and congestion control. On the other hand, UDP is a message-
oriented protocol that does not perform error checking or
guarantee delivery, which enables it to offer faster speeds
than TCP. In some environments, such as those with high
delay and significant bit error rates, TCP and UDP protocols
behave differently and have distinct qualities. TCP implemen-
tations employ sliding windows and data acknowledgement
of achieving high-speed rates. However, UDP offers different
options and has its own set of advantages and disadvantages.
As mentioned in [11], UDP outperforms TCP in terms of data
transmission rate, exhibiting higher throughput and faster data
transfer in a scenario with a packet loss rate greater than 5%.
Therefore, choosing the appropriate transport protocol for a
signalling server depends on various factors, such as network
environment, application requirements, and desired trade-offs
between reliability and speed.

A. TCP-based Signalling Systems

Several approaches for implementing TCP-based signalling
systems for real-time communication have been proposed
in the literature, such as MCU (Multipoint Control Unit),
WebSocket, and XMPP (Extensible Messaging and Presence
Protocol). These systems provide reliable data transfer with
error-checking and recovery mechanisms.

One popular approach to signalling is adopting a media
server or MCU, a hardware device used in video conferencing
to connect multiple endpoints to manage the connections.
However, the traditional hardware-based MCUs entail a high
cost, rendering them a prohibitive option for many organisa-
tions, as emphasised in [12]. In this context, an alternative so-
lution proposed in [13] suggests using a P2P-MCU network to
reduce bandwidth consumption. More recently, technological
advancements have enabled the use of software-based MCUs,
offering a more accessible and cost-effective solution [14].
Nonetheless, to the best of our knowledge, the literature still
needs to explore the compatibility of software-based MCUs
with WebRTC at the signalling level.

Another approach to signalling is using WebSocket, as
described in [15]. The WebSocket protocol provides a persis-
tent connection between the client and server, enabling real-
time data exchange. It is specifically designed to facilitate
full-duplex and real-time communication and operates over
a TCP connection employing the HTTP (Hypertext Transfer
Protocol). In [15], the authors investigated the potential of
the WebSocket protocol for use in a signalling system. They
developed a system using node.js and emphasised the necessity

of ensuring security, as confirmed by [16]. Their evaluation
encompassed a range of qualitative and quantitative metrics,
including CPU utilisation, bandwidth usage, and user QoE
(Quality of Experience). However, the WebSocket Protocol
over TCP connection achieves lower throughput compared to
other protocols [17].

Finally, XMPP is a messaging protocol that enables data
exchange between multiple communicating entities. The data
transferred over XMPP is in XML (Extensible Markup Lan-
guage) format, which provides a rich and adaptable structure
for communication. The protocol is designed to be both for-
ward and backwards compatible, allowing for the easy addition
of new features. Although XMPP can be used for WebRTC
signalling, it is currently unsupported by any browser. To
address this limitation, the authors of [18] developed a plugin
called “FireBreath,” which allows multiple peers to connect us-
ing XMPP. However, this approach requires tunnelling XMPP
sessions through HTTP sessions, leading to increased latency
and server resource requirements.

B. UDP-based Signalling Systems

Despite the limited research on server signalling over UDP
for real-time multimedia applications, SIP (Session Initiation
Protocol) is a promising solution capable of implementing
various transport protocols, including TCP and UDP. When
UDP is used with SIP, it offers several advantages over other
transport protocols, such as lower latency and faster data trans-
fer rates. In [19], the performance of a SIP-based signalling
server was compared over different protocols, including TCP,
TLS (Transport Layer Security), and UDP. Their findings
revealed that UDP was four times faster than TLS and that
using TCP could reduce performance by up to three times
compared to UDP in terms of scalability and performance
[20]. Although UDP lacks error checking and re-transmissions,
which can lead to data loss or corruption in high packet loss
or congestion scenarios, its benefits for real-time multimedia
applications warrant further investigation and development.
While literature opinions vary on whether UDP is superior
to TCP for signalling purposes, some studies suggest that the
overlay problem is not caused by TCP itself but rather by
incorrect server implementations [21].

To address the limitations of TCP and UDP, we propose
a QUIC-based signalling server for WebRTC applications.
Indeed, QUIC is an emerging transport protocol that preserves
the low latency feature of UDP while adding congestion
control, reliability mechanisms, and security features. To the
best of our knowledge, this is the first paper that proposes
using QUIC for implementing a signalling server. Currently,
the WebRTC implementation aligns with the principles and
concepts described in [21]. In fact, the official implementation
code of WebRTC suggests the use of a TPC-based signalling
server. Therefore, based on their recommendation, we compare
our approach to a TPC-based signalling server.
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Fig. 1. Communication between the caller, callee, and signalling server.

III. THE PROPOSED QUIC-BASED SIGNALLING SERVER

In this section, we describe the designed QUIC-based sig-
nalling server for WebRTC applications. QUIC has emerged
as a potential alternative to TCP, because of its robustness and
ability to handle network impairments, but it also preserves
the low latency feature of UDP. The adoption of QUIC ranges
among various applications, such as Google services, video
streaming platforms, and gaming applications, due to its faster
connection setup, reduced latency, and built-in encryption [7].
To the best of the authors’ knowledge, this is the first paper
considering QUIC for implementing a signalling server for
WebRTC applications.

Fig. 1 illustrates the three main entities involved in the
signalling process preceding a P2P WebRTC call, namely the
caller, the callee, and the signalling server. When the signalling
server is ready, a trigger signal is sent to the two peers,
which will start communicating their presence to the signalling
server. This phase is dedicated exclusively to alignment. The
caller initiates the call by transmitting its offer to the signalling
server (point a). The callee first joins the call by notifying
the signalling server; then, the server forwards the caller’s
offer to the callee, and subsequently, it relays the answer
back to the caller (point b). The signalling server manages
the communications between the two peers and redirects their
communication, as the caller and callee do not communicate
directly during this phase. In our scenario, we assume that
there is only one room involved in the signalling process.
However, it is possible to extend this model to include multiple
rooms. In such a case, the signalling server would manage the
communications between peers in different rooms and redirect
their communication accordingly.

We implemented the QUIC-based signalling server using
aioquic?, a Python library that employs the QUIC protocol
and provides original functions to receive client requests and
respond appropriately. It is important to note that all com-
munications to and from the signalling server are transmitted

Zhttps://github.com/aiortc/aioquic

employing the QUIC transport protocol. Algorithm 1 describes
how the communication between the two peers is managed by
the proposed signalling server. Initially, an empty peer list is
created to store information regarding the connected peers,
e.g., their IP addresses. This list is needed as a mechanism
for the server to keep track of connected peers and the
order in which the server should respond. The mechanism
is also essential for determining each peer’s role within the
network, whether they act as a caller or callee. Then the
WaitForPeerRequest() function is invoked asynchronously to
wait for incoming peer requests and append the received
peerID, which is used to identify a specific peer to the peer
list. This approach enables the algorithm to handle multiple
peer requests simultaneously without compromising the per-
formance and responsiveness of the system. Upon establishing
a connection between the server and the peer, the Reply()
function accepts an input message (either an offer or answer,
depending on the role played by the peer) and the peer’s ID to
which the server must respond. The first invocation of Reply()
takes the last peer in the peer list and the received offer as input
parameters. Following, it sends a response to the second peer
(i.e., the callee), storing the received answer. Therefore, after
removing the callee from the peer list, the Reply() function is
invoked again with the first peer (i.e., the caller) updated with
the answer as input parameters.

Algorithm 1 Signalling Server Communication Algorithm

peerList < []

peerID, offer + WaitForPeerRequest()
peerList.append(peerID)

peerID, _ + WaitForPeerRequest()
peerList.append(peerID)

answer < Reply(peerList[—1], offer)
peerList.pop()

Reply(peerList[—1], answer)

peerList.pop() > The server is re-initialised

IV. EXPERIMENTAL DESIGN

This section outlines the employed approach and the im-
plemented experimental setup used to evaluate and compare
the performance of the proposed QUIC-based signalling server
with that of a TCP-based signalling server, which is sug-
gested by the official implementation code of WebRTC [21].
Although there are numerous TCP-based solutions for sig-
nalling in real-time communications, we decided to compare
our approach with one based on WebSocket because it is
widely used and represents the best choice among XMPP and
MCUs for real-time communication [22]. We implemented the
WebSocket signalling server following the same procedures
described in Section III for implementing the QUIC-based
signalling server.

A. Experimental Setup

To measure and compare the performance of the considered
signalling servers, we considered introducing realistic network



distortions to impair the communication between the two
peers (caller and callee) at the time they need to share their
offer/answer. In particular, we considered introducing delay
(D) and packet loss rate (PLR) as the network distortions
because these have been highlighted among the most annoying
factors for WebRTC-based applications [23], [24]. Specifically,
we considered a total of 9 Test Conditions (TCs), which are
summarised in Table I. The PLR ranges from O to 30% with
a 15% step, whereas D ranges from O to 1 s with a 0.5 s step.
It must be highlighted that no impairments are applied to the
network during the alignment phase but only after receiving
the ready trigger from the server. Furthermore, this first phase
is not considered by the performance metrics in Section IV-B,
as the objective is to understand the time required to establish
the call.

Fig. 2 illustrates the framework of the conducted experi-
mental tests. The two peers, the caller and the callee were
connected to the same local network, which was established
using a dedicated router to enable for controlled introduction
of network distortions. To introduce the network impairments,
we utilised PyNetEm, a Web server that offers a user-friendly
HTTP interface for translating NetEm (Network Emulator)
commands [25]. We measured the impairments applied with
PyNetEm to both incoming and outgoing traffic using the iPerf
tool, which enables us to measure network performance by
generating and transmitting data packets between two end-
points. iPerf allowed us to verify that the delay and packet loss
distortions introduced with PyNetem were actually applied
at the desired levels during the communication. Since the
impairments were limited to outgoing traffic, as demonstrated
by iPerf and confirmed by [26], we applied the NetEm rules
to both network peers.

The workflow depicted in Fig. 2 is initiated by the caller that
requires the HTML page necessary to enter the video commu-
nication room and view the other peer’s video by contacting
the Web server. It should be emphasised that the devices used
in this scenario can be of any type, including but not limited
to notebooks, smartphones, and tablets. The only requirement
is that the devices must run a browser capable of supporting
WebRTC technology. The Web server is implemented using
Flask and accessed via the browser’s devices (using Chrome
version 95). Upon loading the page, a POST request containing
the offer in JSON format is transmitted to the signalling server
(whether it is TCP or QUIC). Then, the signalling server places
the caller on hold by appending the request to a queue and
awaits the callee’s entry and transmission of a POST request
indicating their presence in the room. The signalling server
responds to this request by forwarding the caller’s offer. Once
received, the callee uses the offer to construct its answer, which
is afterwards transmitted via a POST request to the signalling
server and forwarded to the caller.

B. Performance metrics

Let T = {t1,...,t;,...,t,} be the set of n TCs (n = 9
according to Table I). For the i-th TC ¢; € T, we denote
the associated network impairments as the pair (D;, PLR;),

TABLE I
TEST CONDITIONS (TCS)

T 1 2 3 4 5 6 7| 8 9
D (s) 0] 0 0 | 05]05]05
PLR (%) | 0 | 15 | 30 0 15 | 30 | 0| 15 | 30

—
—
—

Web Server

Fig. 2. Framework of the experimental test.

where D; and PLR; represents the delay and packet loss rate,
respectively.

The first performance metric we considered is the time the
signalling server takes to establish the communication. With
reference to Fig. 1, this time is defined as the difference
between the time 7' (b), in which the caller receives the
callee’s answer, and the initial time 7% (a) when the caller
initiates the call by sending its offer. We denote this time as
rti = 7ti(b) — 7t (a), where t; refers to the i-th TC, and (a),
and (b) are referred to Fig. 1.

In addition, a maximum threshold time t7p; is set to prevent
the peers from failing to connect due to high impairments, i.e.,
7t is equal to trp if it exceeds the threshold, as follows:

S { (b) 7 (a)

TTH

if 7t (b) < TrH
otherwise

(D

To account for variability in the environment during a specific
TC, such as slight differences in packet loss distribution, each
measurement 7% is repeated k times. The average time to
establish communication is then calculated as follows:

k
1 .
=1 > Tl 2)
j=1

The second performance metric is the connection error rate
for the i-th TC denoted as e;, which is defined as the ratio
between the number of failed connections and the total number
k of connection attempts, as follows:

|{7'Jt IT;i =71rH,J € [1,k]}]
= (3)

k
where the notation | - | stands for the cardinality of the
subset being its argument, i.e., all those cases in a specific

€;
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Fig. 3. Average time to establish communication for QUIC- and WebSocket-
based signalling servers.

test condition where the signalling server failed to establish
communication between the two peers.

V. RESULTS

This section evaluates and compares the performance of
the proposed QUIC-based signalling server with that of a
WebSocket-based signalling server in terms of the perfor-
mance metrics defined in Section IV-B.

To ensure the reliability of our results, each TC in Table
I was repeated £ = 20 times to measure the average time
to establish communication as in eq. (2). Indeed, repeating
the measures multiple times minimises any random variations
or fluctuations that could have affected our results. Finally, a
total of 180 measurements were collected for each signalling
server configuration. Moreover, we set a timeout threshold
Trg = 120 s, which means that in case the signalling server
was unable to establish a connection between the two peers
by Trm, we set T; = 120 s for that attempt. Fig. 3 presents
a bar plot in which, for each TC (x-axis), a pair of bars
represents the average time to establish communication (7%%)
for the QUIC- and WebSocket-based signalling servers. In
addition, the standard deviation is reported for each pair of
bars to measure the dispersion of the data, allowing for an
assessment of the variability of the & attempts.

The results demonstrate that the QUIC-based implementa-
tion outperforms the WebSocket one for all TCs but TC1 and
TC8. When no network distortions were introduced (TC1),
the two signalling servers achieved the same performance
by immediately establishing communication between the two
peers. However, when network distortions were introduced, the
QUIC-based signalling approach required on average, signifi-
cantly lower time to establish communication. The difference
was particularly relevant when only the packet loss was
introduced (TC2 and TC3). The WebSocket-based approach
required slightly lower time only for TCS.

Moreover, the WebSocket results present a greater variabil-
ity than the QUIC results, which was mostly due to the fact
that several communication attempts with WebSocket reached
the timeout threshold. The motivation can be attributed to the

WebSocket Error Rate e[ %]
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g 0.25
®
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Fig. 4. Heatmap of connection error rates for QUIC and WebSocket
configurations. (BiQ,eiw) denotes the QUIC and WebSocket connection
error rate, respectively.

underlying transport protocol used by WebSocket, which is
TCP. In case of packet loss, TCP breaks communication until
the lost packet is re-transmitted and received, resulting in the
so-called “head-of-line blocking” that slows communication.
QUIC overcomes this issue by dividing communication into
multiple independent streams, which continue transmitting
data without waiting for lost packets. Additionally, it uses
specific sequence numbers for each stream, allowing for
separate identification and management of lost packets and
packet reordering.

Furthermore, in the presence of high delay, i.e., TC 7, §,
and 9, the congestion control mechanisms of TCP, in the case
of signalling implemented via WebSocket, are less effective in
detecting and managing packet losses. This outcome is because
of the longer RTT (Round-Trip Time) that can cause an
increase in the waiting time for acknowledgements and, con-
sequently, an increase in the re-transmission timeout. Under
these conditions, TCP may misinterpret the delay as a packet
loss and unnecessarily trigger re-transmission and congestion
control. This results in repeated connection attempts that fail,
causing further delays and potentially leading to a complete
connection failure. Fig. 4 shows a heatmap in which the colour
scale represents the level of connection error rate e; of the
signalling configuration. Each cell corresponds to a specific
TC and exhibits the e; values in the format (e, , €y, ), where
@ and W denote the QUIC and WebSocket configuration,
respectively. For each cell, the x-axis indicates the delay in
ms, and the y-axis represents the packet loss percentage (in
other words, the test conditions are ordered column-wise).

Interestingly, the QUIC configuration outperformed the
WebSocket with no errors. In addition, regarding the Web-
Socket configuration, the highest error rate is observed when
both delay and packet loss occurred with greater intensity but
in separate cases, as in TC3 and TC7. However, compared to
the TC9 scenario, where both errors are at their maximum,
there is a small reduction in the error. This improvement may



be due to the TCP re-transmission mechanism, based on the
RTO (Re-Transmission Timeout) calculation, which considers
the RTT time and its variations. In the presence of high
delay and packet loss, the RTO could be set to higher values,
reducing the likelihood of unnecessary re-transmissions and
improving overall performance.

VI. CONCLUSION

In this paper, we investigated the impact of different net-
work impairments, such as delay and packet loss, on the
performance of two different signalling server configurations
in establishing efficient communications for two peers in a
WebRTC scenario. The study results demonstrate that im-
plementing the proposed QUIC-based signalling server for
WebRTC offers significant advantages over traditional Web-
Socket signalling systems. By leveraging the benefits of the
QUIC protocol, including reduced connection latency and
improved signalling for loss recovery and congestion control,
our proposed solution provides a more reliable and efficient
signalling mechanism for WebRTC. Furthermore, the perfor-
mance evaluation of the QUIC-based server compared to the
TCP-based WebSocket server demonstrates its effectiveness
in handling delay and packet loss and delivering higher fault
tolerance. In conclusion, as the demand for real-time commu-
nication continues to grow, adopting QUIC-based signalling
servers in WebRTC can lead to enhanced user experiences and
more efficient multimedia communication. Further studies are
needed to investigate the scalability and performance of the
proposed QUIC-based signalling server in more extensive and
complex WebRTC scenarios.
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