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Colorectal cancer remains a leading cause of cancer-related mortality worldwide, highlighting the need for
accurate and efficient diagnostic tools. While Deep Learning has shown promise in medical imaging, its
application to transrectal ultrasound for colorectal tumor segmentation remains underexplored. Currently,
lesion segmentation is performed manually, relying on clinician expertise and leading to significant variability
across treatment centers. To overcome this limitations, we propose a novel strategy that addresses both
practical challenges and technical constraints, particularly in scenarios with limited data availability, offering
a robust framework for accurate 3D colorectal tumor segmentation from ultrasound imaging. We evaluate
eight state-of-the-art models, including convolutional neural networks and transformer-based architectures,
and introduce domain-tailored pre- and post-processing techniques such as data augmentation, patching and
ensembling to enhance segmentation performance while reducing computational cost. Leading to an average
improvement in term of DICE score of 0.423 absolute points (+107%), compared to baseline models, our
findings demonstrate the potential of our proposal to improve the accuracy and reliability of ultrasound-based
diagnostics for colorectal cancer, paving the way for clinically viable Al-driven solutions.

1. Introduction specific molecular markers. CT is widely used for tumor morpholog-

ical assessment and metastatic detection due to its ability to provide

Colorectal cancer (CRC) is one of the most prevalent and lethal
malignancies worldwide. According to the Global Cancer Statistics
2020 report by the World Health Organization, CRC ranks third in
incidence among newly diagnosed cancer cases across both sexes (10%)
and is the second leading cause of cancer-related mortality (9.7%) [1].
Early and accurate detection is crucial for improving patient outcomes,
as timely intervention significantly enhances treatment efficacy and
survival rates.

Medical imaging plays an essential role in detecting, staging, and
monitoring CRC. Various imaging modalities are utilized for this pur-
pose, such as: histopathological images (HI), computed tomography (CT),
magnetic resonance imaging (MRI), and transrectal ultrasound (TRUS).
However, no single modality is universally superior, and their applica-
tion depends on the clinical context [2]. HI plays a crucial role in the
definitive diagnosis of cancer: these images are obtained from biopsy
samples and enable precise identification of cellular characteristics,
including tumor differentiation, aggressiveness, and the presence of
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whole-body imaging. In contrast, MRI and TRUS are preferred for
local staging, particularly for evaluating the extent of rectal wall in-
vasion and perirectal lymph node involvement, owing to their superior
soft-tissue contrast and spatial resolution.

Among these modalities, TRUS stands out for its high-resolution
imaging capability, making it particularly useful for T-staging in early-
stage CRC cases, especially in 360° acquisitions (often referred as
3D-TRUS). Its ability to delineate the layers of the rectal wall enables
precise characterization of tumor infiltration, although it presents lim-
itations in visualizing structures distant from the probe, where MRI is
generally more effective [3]. Despite this, such a technique remains a
widely accessible, cost-effective, and real-time imaging technique that
does not expose patients to ionizing radiation and is not affected by
metallic implants [4].

However, its diagnostic accuracy remains highly dependent on the
expertise of the clinical operator. The interpretation of TRUS images is
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inherently challenging due to the modality’s limited soft tissue contrast,
poor signal-to-noise ratio, and the variable, irregular appearance of
rectal lesions. Moreover, the quality of the acquisitions can be strongly
influenced by the operator’s technical skills and procedural experience,
making lesion segmentation particularly difficult. This results in a
significant gap between highly specialized centers and less experienced
ones, ultimately leading to disparities in the quality of care across
different healthcare systems.

In this context, Computer-Aided Diagnosis systems have emerged
as a crucial tool to enhance diagnostic accuracy and efficiency. These
systems leverage artificial intelligence methodologies, particularly Ma-
chine Learning (ML) and Deep Learning (DL), to automate feature
extraction, lesion segmentation, and classification. Unlike traditional
ML techniques that rely on handcrafted features, DL models can au-
tonomously learn hierarchical representations from data, improving
generalization and robustness in medical image analysis [5].

Following this trend, we propose a novel Deep Learning-based strat-
egy to support the diagnosis of colorectal cancer, with a particular focus
on tumor mass segmentation from TRUS images. The primary objective
of this approach is to facilitate the reading and interpretation of TRUS
images by both radiologists and sonographers, including those with
limited experience, thereby enhancing the understanding of volumetric,
morphological, and spatial characteristics of the tumor mass. This
method aims to mitigate the intrinsic limitations of TRUS compared to
other imaging modalities while preserving its well-known advantages
of accessibility, cost-effectiveness, and real-time imaging capabilities.

The need for such a strategy arises from the fact that the addressed
problem encompasses not only the general challenges of 3D medical
image segmentation but also highly complex domain-specific issues.
These challenges include the necessity to bridge the gap between
medical knowledge and computational methodologies, the scarcity of
publicly available datasets, and the overall limited availability of an-
notated data. This data scarcity is largely due to the difficulty of
data acquisition, the labor-intensive nature of manual annotation, pri-
vacy concerns, the use of proprietary data formats, and the lack of
standardized protocols for data sharing. Furthermore, as mentioned
before, TRUS images exhibit extreme heterogeneity, both in terms of
lesion characteristics and the presence of artifacts, noise, and other
acquisition-related imperfections.

In light of these considerations, the proposed strategy serves a
dual purpose. On the one hand, it aims to systematically present the
technical challenges encountered in addressing this task, providing
operational solutions for each issue and demonstrating their contribu-
tion and effectiveness. On the other hand, the extensive evaluation of
eight different Deep Learning models for 3D segmentation, including
both convolutional architectures and Transformer-based architectures,
is intended to provide a comprehensive comparative analysis of the
state of the art for this task. This evaluation not only establishes a
reference baseline for future studies but also highlights the quantitative
and qualitative contributions of each step of the proposed strategy,
offering valuable insights into the role of different methodological
choices in enhancing segmentation performance on TRUS images.

Summarizing, the primary contributions of this work are as follows:

» A comprehensive analysis of the state-of-the-art and the chal-
lenges associated with 3D tumor segmentation in TRUS images,
highlighting the technical and clinical issues that hinder the
development of automated systems for this task.

The definition of an innovative operational strategy designed to
tackle the specific technical and conceptual problems of the task
through the adoption of domain-tailored solutions. This strategy
integrates pre-processing and post-processing methodologies, in-
cluding patch-based image partitioning, data augmentation tech-
niques, and model ensembling schemes to improve segmentation
accuracy and robustness.
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» An extensive comparative evaluation of eight state-of-the-art
Deep Learning models for 3D tumor segmentation, including both
convolutional networks and Transformer-based architectures, per-
formed on a dataset of no. 59 TRUS volumes annotated by
highly qualified medical experts from the Azienda Ospedaliera
Careggi of Florence. This evaluation not only provides a thorough
comparison of model performance but also establishes a solid
literature baseline to assess the impact of the proposed strategy.
A detailed analysis of technical issues encountered during the
development process, including data scarcity, heterogeneity, and
annotation challenges, along with the corresponding operational
solutions adopted to address each issue.

Overall, with a DICE coefficient around 0.62, the best results ob-
tained in this study remain limited for a direct application of the
proposed method in real clinical settings, hence the primary envisioned
role of our system is to serve as a clinical decision support tool rather
than as a fully automated diagnostic or segmentation solution. This is
partly due to the small sample size considered for the analysis, which
posed significant challenges in the training phase of the models. Nev-
ertheless, to the best of our knowledge, this study represents the first
attempt in the literature to address the highly complex task of 3D tumor
mass segmentation from TRUS images using Deep Learning methods.
Furthermore, the proposed strategy proves to be highly promising,
achieving a substantial performance improvement over state-of-the-
art baseline models — with an average increase exceeding 0.42 DICE
points (+107%) — despite the challenging nature of the dataset. In
particular, 3D TRUS image interpretation, especially for colorectal
tumor staging, requires clinicians to manually extract morphological
and volumetric information that is often challenging to assess in the
presence of low contrast, artifacts, and highly variable acquisition con-
ditions. This task is especially demanding for less experienced operators
or in centers with limited subspecialty expertise. Our system aims to
alleviate this complexity by providing a preliminary segmentation that,
even if not perfectly accurate, offers clinicians an initial delineation of
the tumor mass to support volumetric estimation, infiltration assess-
ment, and treatment planning. By reducing intra-operator variability
and streamlining the segmentation process, the method may improve
consistency and efficiency in clinical practice. These findings lay the
groundwork for future advancements and open new avenues for fur-
ther research, paving the way for the development of more effective
Al-based solutions to support colorectal cancer diagnosis.

The remainder of this manuscript is structured as follows: Section 2
investigates the related work, with special focus on Deep Learning
applications and 3D segmentation in medical imaging. Then, Section 3
details the proposed strategy, with an in-depth analysis of the chal-
lenges faced, while presenting and substantiating the specific solu-
tions adopted. Section 4 describes the experimental setup, the dataset
employed, and the considered metrics. Section 5 presents the quan-
titative and qualitative results obtained from the evaluation of the
proposed strategy. Finally, Section 6 summarizes our findings, discusses
limitations, and outlines future research directions.

2. Related work

We hereafter review the existing literature related to our study. Our
work lies at the intersection of several research domains, including
transrectal ultrasound imaging, colorectal cancer analysis, Deep Learn-
ing, and medical image segmentation. Each of these areas has been
extensively studied, with significant advancements in Deep Learning
for CRC detection and segmentation, as well as the application of
TRUS in tumor assessment. However, to the best of our knowledge,
no prior work has integrated all these aspects to specifically address
the Deep Learning-based segmentation of colorectal tumors from 3D
TRUS imaging. In the following, we review related studies across these
domains, highlighting their contributions and how they relate to our
approach.
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Deep learning for medical image analysis. In recent decades, several
studies have explored Deep Learning techniques for medical image
analysis, demonstrating their effectiveness in various tasks [6]. These
tasks include tumor detection, which involves identifying the presence
of tumors in medical images; segmentation, which refers to the process
of delineating tumor boundaries to isolate them from surrounding
tissues; and classification, which focuses on categorizing the type or
stage of the cancer based on its characteristics.

Segmentation of 2D and 3D medical images. While detection and classi-
fication have received substantial attention in the literature, segmen-
tation has become increasingly important due to its role in providing
accurate tumor delineation, which is crucial for treatment planning.
Segmentation techniques can be broadly categorized into 2D and 3D
methods [7]. 2D segmentation typically focuses on slices of imaging
data, such as those from CT or MRI scans [8], where each slice is ana-
lyzed individually. In contrast, 3D segmentation works with volumetric
data, preserving the spatial context of the tumor across multiple slices,
which can offer more precise and comprehensive tumor delineation [9].

Analysis of ultrasound images. Various papers analyze ultrasound im-
ages. DiXiao et al. [10] proposed a united active contour model for
tumor detection in rectal ultrasound images, integrating both image
region features and gradient features into the snake model to over-
come the limitations of traditional active contour models in delineating
tumor boundaries. More recently, [11] introduced a deep transfer-
learning ensemble framework for colorectal tumor detection in ultra-
sound images, leveraging eight different pre-trained models originally
trained on breast ultrasound images. In a related study, [12] proposed a
machine learning-based system for predicting the response to neoadju-
vant chemoradiotherapy in patients with locally advanced rectal cancer
using 2D endoscopic ultrasound (EUS) images. This approach involves
applying various despeckling algorithms, followed by segmentation
and extracting radiomic features. The model’s performance is then
evaluated across different algorithmic combinations. Additionally, [13]
developed an enhanced U-Net model based on contour prediction
to achieve precise lesion segmentation in 2D MRI rectal cancer im-
ages. This improved U-Net employs a SENet-based backbone instead of
traditional encoders, incorporates a global pooling layer in the final en-
coding stage, integrates a Spatial and Channel Squeeze and Excitation
(SCSE) attention mechanism within each decoder, and concatenates
outputs from all decoder blocks for improved segmentation accuracy.

Transrectal ultrasound 3D segmentation. Most existing research on 3D-
TRUS segmentation focuses on the prostate. For instance, [14] de-
veloped a convolutional neural network (CNN) for multi-organ seg-
mentation to enhance TRUS-guided prostate brachytherapy. This net-
work comprises a feature extraction backbone, a fully convolutional
one-stage object detection head for volume of interest (VOI) local-
ization, and a mask head for VOI segmentation. To address the vari-
ability in prostate shape and appearance, [15] proposed a novel 3D
deep neural network incorporating an attention mechanism to refine
multi-layer features. Meanwhile, [16] tackled the issue of shadow
artifacts in ultrasound imaging by introducing a modified U-Net with
a Shadow-Dropout layer, which improves segmentation in affected
regions by leveraging adjacent, unaffected pixels. During the training
phase, a Shadow-Augmentation technique is employed, integrating
shadow samples from other images within the dataset.

Colorectal cancer imaging. Focusing on CRC, comprehensive surveys,
such as [5,17], provide an extensive overview of the state-of-the-art
methodologies applied in CRC imaging and highlight the growing role
of convolutional neural networks (CNNSs), transformer-based models,
and hybrid approaches in improving diagnostic accuracy and automa-
tion in CRC assessment. These works are crucial, yet the field remains
sparse compared to 2D methods, which makes our focus on 3D TRUS
segmentation particularly significant.
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Segmentation of CRC from 3D ultrasound imaging. Although there is
literature on 2D segmentation for CRC [18], the application of Deep
Learning to 3D segmentation, particularly for TRUS (Transrectal Ul-
trasound), remains relatively underexplored. 3D TRUS imaging pro-
vides unique challenges and advantages in terms of capturing the full
volumetric structure of tumors in the rectum and surrounding tissues.

Despite its clinical relevance, to the best of our knowledge, no
studies have specifically addressed the segmentation of rectal cancer
lesions from 3D-TRUS images. Building on such gaps, our work focuses
on addressing the challenges of 3D colorectal tumor segmentation
from TRUS imaging. Following this, next section provides an in-depth
description of our strategy, designed to enhance segmentation perfor-
mance while mitigating the challenges associated with limited data
availability.

3. Strategy definition

This section presents the proposed strategy for 3D segmentation
of colorectal tumors from transrectal ultrasound (TRUS) images. As
outlined in the previous sections, the strategy represents the set of
technical and operational solutions adopted to address the complex
challenges posed by this study. The approach is organized as a struc-
tured pipeline, graphically illustrated in Fig. 1, where each step plays
a crucial role in solving a specific challenge inherent to the task.

Before detailing the individual steps of the pipeline, we first summa-
rize the key challenges addressed, both from a scientific and technical
perspective. A pivotal decision underlying the proposed strategy is the
adoption of 3D segmentation techniques. Although this choice primar-
ily stems from the lack of prior studies in the literature tackling the
same problem in three dimensions, it is further supported by previous
works in related medical diagnostic contexts, which have consistently
demonstrated the superior effectiveness of 3D segmentation over 2D
and 2.5D methods in volumetric image analysis [19-21].

Building upon the considerations discussed so far, the main chal-
lenges addressed by the proposed strategy can be grouped into several
critical aspects, which include but are not limited to the following:

+ Limited data availability: as previously mentioned in the Introduc-
tion, and also discussed in next Section 4.1, no publicly available
datasets exist for this specific problem. The annotation process
is highly complex due to the difficulty in consistently identifying
tumor boundaries in low-contrast TRUS images, requiring expert
domain knowledge and considerable time.

Heterogeneity of input data: TRUS acquisitions are often performed
by different operators using varying acquisition protocols and
sampling frequencies, resulting in inconsistent spatial resolutions,
voxel dimensions, and noise levels across samples.

Lack of reference Deep Learning architectures: despite the avail-
ability of various DL models in related medical imaging tasks
(as detailed in previous Section 2), no reference architectures
or baseline results are currently available for the segmentation
of colorectal tumors in TRUS, making it challenging to select
appropriate models and design comparative evaluations.

High computational cost: the training of 3D segmentation mod-
els is computationally expensive, even at low resolutions and
with small sample sizes. This typically results in long training
times and rapid saturation of both GPU VRAM and system RAM,
making the adoption of such methods highly resource-intensive.
Addressing this issue solely through hardware scaling would en-
tail prohibitively high economic costs, particularly as dataset size
and image quality increase.

Heterogeneous model performance: the performance of individual
models exhibits high variability across different cases. Some mod-
els tend to be more conservative, correctly identifying the tumor
mass but underestimating its size and failing to accurately seg-
ment border regions. Conversely, more aggressive models tend to
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Fig. 1. Schematized pipeline of the proposed strategy.

Table 1
List of the adopted augmentation techniques.
Transformation Description
Flipping Mirrors volumetric scans along different axes to
reduce positional biases.
Rotations Introduces angular variations, enabling the model to

handle different orientations encountered in clinical
practice.

Reorganizes the data to leverage complementary
information.

Axis transposition

Gamma alterations Adjusts image brightness and contrast to account for

variations in intensity due to acquisition differences.

Elastic transformations Incorporates subtle deformations while preserving
anatomical consistency, helping the model recognize

pathological structures with varying morphologies.

Modifies the volume represented in the cubes to avoid
overfitting, adds variability in the data, and simulates
variations observed during image acquisition.

Resizing and cropping

overestimate the tumor mass, capturing border regions but being
more prone to false positives and the inclusion of healthy tissue
regions.

Hence, the proposed strategy aims to address each of these chal-
lenges by integrating tailored pre-processing, augmentation, and en-
sembling methodologies, described below, along with an extensive
evaluation of eight state-of-the-art Deep Learning models, encompass-
ing both convolutional and transformer-based architectures. This com-
prehensive approach is designed to both advance the field of 3D tumor
segmentation in TRUS imaging and establish a baseline for future
research in this domain.

3.1. Preprocessing and augmentation

These first steps of the proposed strategy, belonging to the data
generation phase, essentially address the critical issues related to the
heterogeneity of input data and their scarcity.

Specifically, an initial preprocessing phase ensures compatibility
and standardization of medical images, crucial for effective neural
network training. It involves the conversion from raw proprietary .13d
files to the wide adopted DICOM format, facilitating interoperability
with established libraries. Subsequently, each DICOM image, hereafter
also referred as cube, is resized to a fixed dimension S,,,, = (D, H, W),
ensuring uniform input sizes across the dataset. The intensity values are
normalized to the range [0, 1] and standardized to improve convergence
during training.

A key contribution to the strategy is then provided by the 3D
augmentation step, applied to enhance the model training and increase
the diversity of data, improving the robustness and generalization of the
models. Specifically, we selected domain-tailored set of transformations
from the Volumentations3D library [22], as reported in Table 1.

3.2. Patching and dynamic data loading

A pivotal aspect of our approach is the adoption of a patch-
based partitioning strategy, commonly known as patching, which is
employed to extract sub-samples from high-dimensional data [23-25].
This method is particularly crucial when the original image size exceeds
the capacity of Deep Learning models, as it prevents the need for
excessive downscaling, which could compromise important anatomical
details. In this work, we refer to these extracted units as sub-cubes.

The extraction process takes full advantage of domain-specific char-
acteristics. By centering the lumen, i.e. the hollow interior space of the
rectum, along the coronal axis, we can systematically extract quadrants
that share similar structural features. This not only expands the dataset
with a larger number of meaningful training samples but also simplifies
the learning task, enhancing the model’s ability to generalize while
preserving critical information. Given an original cube of size S,
sub-cubes of size S, = (d, h, w) are extracted using a sliding window
approach with a stride of Sy, = Sy,/2. This overlap increases the
number of training samples and ensures smooth transitions between ad-
jacent sub-cubes. The total number of sub-cubes extracted per volume

is computed as:
(Scube,i - Ssub,i + 1) (1)
Sstride,i

I1

Morég\eg‘;u;o address class imbalance, dataset balancing techniques
are applied to ensure an equitable distribution of sub-cubes containing
lesions and background regions.

Not only, in order to facilitate the scalability of all the steps men-
tioned so far, our strategy includes a data generation component that
handles dynamic data loading, to consistently and efficiently perform
preprocessing, on-the-fly augmentation, and patch extraction. By pro-
cessing only a limited number of cubes at a time and applying real-time
transformations, this approach optimizes memory usage, making it
well-suited for resource-constrained environments. Given a training

N

subs —

set of N, cubes, the generator provides T, training sub-cubes per
epoch while maintaining a buffer of size B:

Tsups = Neupe * (Naug + 1) - Ny (2)
B = Ncube - N subs 3

where N,,, denotes the number of augmentations per cube, and N,

refers to the number of cubes loaded into memory at any given time.
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Fig. 2. Illustration of the segmentation architectures considered for this study. (a) A Swin UNETR model that leverages a transformer-based encoder to capture long-range
dependencies and hierarchical features. (b) A U-Net architecture with an encoder that can be replaced by a CNN backbone, relying on convolutional operations for feature
extraction. These architectures summarize the two approaches followed in our experimentation: transformer-based and convolutional-based.

3.3. Baseline models selection

In order to consolidate the strategy presented in this study, it
was necessary to identify the baseline models to use for the seg-
mentation phase. Our choice was mainly dictated by two factors:
performance and context of application. For this reason, after an in-
depth empirical evaluation and literature review, we opted for three
UNets and one of its variants, LinkNet, featuring three different back-
bones: ResNet50, InceptionNetV3, and DenseNet121. This strategy al-
lowed us to train and test no. 4 high-performance networks, namely:
3D-ResNet50-UNet, 3D-InceptionNetV3-UNet, 3D-DenseNet121-UNet, and
3D-DenseNet121-LinkNet, all well-established for 3D segmentation tasks.

On the other hand, we have identified four other state-of-the-art
models explicitly designed for the medical domain and highly special-
ized in tumor or, more generally, medical image segmentation: V-Net,
Swin UNETR, UNet++, and SegResNet. These networks have already
been validated in challenging medical contexts, making them partic-
ularly suitable for our specific domain of interest. Moreover, to the
best of our knowledge, they represent some of the most advanced solu-
tions, with certain architectures — such as Swin UNETR — leveraging
particularly innovative designs, like transformer-based paradigms.

Below, we briefly present each of these models, better describing
their characteristics and illustrating their structure. The main archi-
tectural differences between the convolutional and transformer-based
versions are then shown in Fig. 2.

3D-ResNet50-UNet. As mentioned, the 3D-ResNet50-UNet model is
based on the U-Net architecture [26], a fully convolutional encoder—
decoder network for image segmentation. This family of networks is
based on the choice of a backbone, i.e. the element that defines how
the layers are arranged in the encoding part of the network and how
the decoding network is defined. For this model, the ResNet50 [27]
was selected as the backbone. From an architectural point of view, the
strong point of this network is given by bottleneck blocks, whose ease
of implementation allows for the use of a large number of filters while
keeping computational costs low. The result is a high-performance but
computationally inexpensive network [27].

3D-InceptionNetV3-UNet. This second selected model also belongs to
the U-Net family, adopting the InceptionNetV3 network [28] as its
backbone. The chosen architecture builds upon the Inception family,
introducing significant improvements over previous versions. Notable
innovations include the factorization of convolutions into smaller com-
ponents, spatial factorization implemented through asymmetric convo-
lutions, and a redefinition of the role of auxiliary classifiers within the
network. The result is a high-performance architecture that achieves
excellent results while maintaining a relatively low computational cost
compared to simpler architectures [28].

3D-DenseNet121-UNet. The last considered model in the U-Net family
adopts DenseNet121 as its backbone, characterized by densely con-
nected blocks where each layer is directly linked to all previous ones.
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This architecture enhances feature propagation, mitigates the vanishing
gradient problem, and employs bottleneck layers to reduce the number
of parameters without compromising the network’s representational
capacity [29].

3D-DenseNet121-LinkNet. Alongside U-Net-based methods, we selected
a model based on the LinkNet architecture [30], a variant designed
to reduce the number of parameters and accelerate both training and
inference. Unlike U-Net, which concatenates feature maps, LinkNet
combines them through element-wise addition, resulting in a more
efficient and lightweight model with comparable performance. As for
U-Net, the architecture requires a backbone; after empirical validation,
we selected DenseNet121 [29] as the most suitable choice.

V-Net. As noted earlier, we have also identified models specifically
tailored for the medical domain. The first of these is V-Net [31], a
3D convolutional network designed for volumetric image segmentation.
It features an encoder—decoder architecture with skip and residual
connections. Unlike previous models, V-Net has a monolithic structure
and does not require an external backbone, making it self-contained for
feature extraction.

Swin UNETR. Like V-Net, Swin UNETR [32] is designed for medical
image segmentation, particularly volumetric data. Its key feature is
the use of Swin Transformers as a backbone, which capture long-range
dependencies between pixels, making it well-suited for global context
understanding. This backbone is integrated into a UNETR structure,
combining an encoder of Swin Transformers with a decoder that uses
skip connections to reconstruct the segmentation map. While com-
putationally heavier, this model provides a significant performance
boost.

UNet++. UNet++ [33] is an enhanced version of the classic U-Net,
designed to improve medical and complex image segmentation. Unlike
U-Net, which uses direct skip connections, UNet++ introduces interme-
diate convolutional blocks along the connections, enabling progressive
refinement of features during the decoding process. This results in a
deeper, more hierarchical network that captures both fine details and
overall structure. However, compared to standard U-Nets, UNet++ is
computationally heavier and slower.

SegResNet. The final architecture we evaluate is SegResNet [34], de-
signed for medical image segmentation. This model combines a ResNet
with an encoder-decoder structure similar to U-Net. Its key feature is
the use of residual blocks, which improve gradient propagation and
enhance training stability. Unlike U-Net or UNet++, SegResNet has a
more linear structure without nested skip connections, and its use of
residual blocks in the decoder helps it better reconstruct fine details.

3.4. Prediction reconstruction

Once the predictions for individual sub-cubes have been obtained,
the next step of our proposal involves to recombine them to reconstruct
the full 3D volume. Since the original scan was divided into overlapping
regions before processing, multiple predictions correspond to the same
voxels in the original space. To seamlessly merge these overlapping
predictions, we employ a soft voting strategy based on averaging.

For each voxel in the reconstructed volume, its final value is com-
puted as the average of all the predictions from the sub-cubes that
overlap at that location. Mathematically, for a given voxel v in the
reconstructed volume, the value p(v) is determined as:

Ny
mw:igmw @

where N, represents the number of overlapping sub-cubes at voxel v,

and p;(v) is the prediction value for voxel v from the ith sub-cube.
This averaging strategy minimizes inconsistencies at the patch

boundaries, ensuring smooth transitions between adjacent regions.
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By considering the overlapping predictions, rather than treating each
sub-cube independently, we improve spatial coherence and reduce
potential segmentation artifacts. Furthermore, the averaging mecha-
nism suppresses local prediction noise, leading to a more stable and
anatomically reliable final reconstruction.

It should also be noted that both the final output layer of some of
the considered models, which employs the logit function as the activa-
tion function instead of the sigmoid, and the reconstruction step with
soft-voting-based averaging, require the application of an additional
binarization process. This process ensures that the predicted masks
consist of pixel values restricted to either 0 or 1, representing the
background and segmented mass, respectively, thus making them com-
parable with the ground truth. This binarization is achieved through
thresholding.

The first step involved mapping the outputs of all models, including
those with a final logit layer, to the (0, 1) interval, without compromis-
ing the data distribution with respect to the original activation function.
This transformation is possible by applying the sigmoid function to the
logit outputs.

Subsequently, through thresholding, values below the set threshold
are mapped to class 0, and values above it to class 1. Ideally, this
would require the definition of optimal thresholds for each model.
However, preliminary tests on simple 3D segmentation tasks, using
thresholds ranging from 0 to 1 in increments of 0.1, revealed that all
models showed low performance variation with respect to threshold
changes. This suggests a significant polarization of the outputs. For this
reason, and to ensure uniformity in evaluation and avoid out-of-sample
optimization, a binarization threshold of 0.5 was chosen for all models,
as it also represents the standard mean value for sigmoid function
outputs. Subsequent testing, shown in Fig. 3, includes a precision—
recall curve where the threshold of 0.5 achieves a favorable balance
between precision and recall, alongside a precision-recall vs. threshold
plot where precision and recall intersect at 0.5, collectively supporting
the validity of this threshold choice.

3.5. Ensembling

As a final postprocessing step, the proposed strategy introduces an
ensembling layer to make the final output consistent and robust, me-
diating between the peculiar capabilities of individual models (i.e., the
already mentioned tendency to behave more conservatively, thereby
reducing false positives, or more aggressively, increasing them in favor
of greater coverage of the mass to be identified), and consequently
limiting the predictive volatility associated with lesion edge regions.

This step requires a little change in the reconstruction phase, as
used by individual models. In detail, given an input sub-cube x €
Ré*hxw - each network outputs a segmentation mask M;(x), where i €
{1,2,...,N} for N models. During inference, the predicted sub-cube
masks are reassembled into full-volume predictions using soft voting:

N
Moy = - 3 M) ®)
i=1

where overlapping regions across sub-cubes are averaged to reduce
boundary inconsistencies.

A final refinement stage applies morphological reconstruction to the
ensemble-averaged mask. This process leverages two binarization of
the same prediction: a marker mask R obtained using a low threshold
7, = 0.2, and a reference mask M obtained with a higher threshold
7, = 0.5. The refined mask M* results from reconstructing M from R:

M*=R(M,R) (6)

where R represents the morphological reconstruction operator. This
ensures that only regions with high model consensus contribute to the
final segmentation output. The segmentation performance is further
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Fig. 3. Average baseline models’ performance as binarization threshold changes. (a) Precision-recall curve, (b) Precision-recall curve vs. Threshold.

enhanced by applying connected component analysis to remove iso-
lated false positives. Regarding the selection of the two thresholds,
these values were chosen based on a combination of preliminary inter-
nal experiments and methodological principles commonly adopted in
the literature for post-processing probabilistic segmentations. Specif-
ically, 7, = 0.5 corresponds to the standard binarization threshold
typically applied to sigmoid activation outputs, reflecting the natural
decision boundary between background and foreground voxels. The
lower threshold z; = 0.2 is introduced to identify reliable seed regions
while controlling the propagation of the reconstruction process. This
lower threshold enables the algorithm to initiate reconstruction from
regions with a moderate but meaningful level of confidence, while
still suppressing noise and preventing the inclusion of isolated false
positives, a key concern when processing noisy medical imaging data
such as TRUS. Importantly, given that the ensemble aggregates predic-
tions from eight independent models, a value of 0.2 typically implies a
minimal but non-trivial consensus among multiple predictors, offering
a balanced trade-off between sensitivity and specificity.

4. Experimental setup

The proposed strategy and its evaluation framework have been im-
plemented in Python 3.12, by leveraging several well-established Com-
puter Vision and Machine/Deep Learning libraries, including scikit-
image 0.19.3, numpy 1.23.2, tensorflow 2.10, keras 2. 10,
and pytorch 2.4. The experiments were conducted on a desktop
workstation with an AMD Ryzen Threadripper PRO 5965WX 24-Cores
CPU, 128 GB of RAM, and two Nvidia RTX A6000 GPUs with, respec-
tively, 48 GB of dedicated GDDR6 VRAM and 10752 CUDA cores. The
source code is publicly available on GitHub! to facilitate reproducibility
and enable testing in medical scenarios beyond the one investigated in
this study.

4.1. Dataset and annotation

To the best of our knowledge, there are no public datasets of 3D-
TRUS scans for the diagnosis of CRC. Indeed, providing such data is
particularly challenging due to several clinical, technical, and logistical
factors. Firstly, despite its potential for high-resolution imaging of the
rectal wall, 3D TRUS remains a niche technique primarily used in
selected cases for local staging of early rectal tumors, while MRI and
CT are more widely adopted in standard diagnostic workflows. This
limited clinical application significantly reduces the overall availability
of imaging data. Moreover, the examination is typically performed
only in a small number of specialized centers, often by highly trained

1 https://github.com/rbalia/colonrectum_cancer_segmentation.

operators, further restricting the number of acquisitions available for
retrospective data collection. The lack of standardized acquisition pro-
tocols across institutions, combined with the variability in ultrasound
machines and probe types, introduces substantial heterogeneity in im-
age quality and orientation, which complicates the creation of large
and homogeneous datasets. Additionally, 3D TRUS images are rarely
archived in routine clinical practice and are often excluded from Picture
Archiving and Communication Systems (PACS), making retrospective data
collection even more difficult. Finally, the inherently low contrast, high
noise levels, and speckle artifacts typical of ultrasound imaging make
the manual annotation of 3D volumes particularly time-consuming and
subjective, posing additional barriers to the creation of ground truth
labels for supervised learning.

The aforementioned factors collectively contribute to the severe
scarcity of large-scale, high-quality datasets for this task, hindering
the development and validation of Deep Learning models in this field.
Consequently, we relied on a private dataset comprising 59 three-
dimensional transrectal ultrasound scans, acquired using a BK5000
surgical platform, which provide full 360-degree anatomical coverage
around the centrally positioned probe. The dataset was kindly provided,
fully anonymized, by specialized technical and medical staff from the
Azienda Ospedaliero-Universitaria Careggi of Florence (Italy), a world-
recognized center for the treatment of such a pathology, and annoted
with support from the 3DSlicer software.? This software enabled 2D
segmentation of individual slices and volumetric reconstruction of the
3D mask through interpolation. To achieve more accurate volume
annotations, slices near significant structural changes, caused by arti-
facts or acquisition errors, were annotated more frequently—especially
in areas with high variability—thus improving the guidance for the
interpolation algorithm. As an output of this process, all the no. 59
available 3D TRUS images include an associated segmentation mask
highlighting the neoplastic lesion. Fig. 4 visually shows an instance of
the dataset.

4.2. Augmented dataset

Regarding the augmentation process, in such a setup each ultra-
sound volume is further preprocessed into a 3D cube of size 128 x 128
x 128 voxels. From each cube, we extract overlapping patches (or sub-
cubes) of size 64 x 64 x 64 voxels, using a stride of 32 voxels in each
dimension. This results in 27 patches per volume. Specifically, during
training, each patch undergoes 5 different augmentations, in addition
to the original version, resulting in a 6X increase in training samples.
Consequently, for each fold, the training set includes 47 volumes x 27
patches x 6 augmentations = 7614 training patches per epoch, while the

2 https://www.slicer.org/.
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(a)
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Fig. 4. A sample from the Careggi’s dataset: (a) 3D view of the ultrasound cube, (b, e) axial view, (c, f) coronal view, (d, g) sagittal view, with (e, f, g) showing annotated slices.

validation set comprises the remaining 12 volumes (i.e., 324 patches,
without augmentation).

4.3. Metrics

To evaluate the proposed strategy, we employed a set of well-
established metrics that are widely used for 3D segmentation tasks.
These include the Dice Similarity Coefficient (DICE), True Negative
Rate (TNR), True Positive Rate or Recall (TPR), Positive Predictive
Value or Precision (PPV) and additionally the Fowlkes-Mallows Index
(FMI).

 Dice Coefficient (DICE): is a metric that evaluates the overlap
between a predicted and a reference segmentation mask. It is
calculated as twice the area of the intersection divided by the sum
of the areas of the two masks. Mathematically, it can be expressed
as follows:
2T P
2TP+ FP+ FN
True Negative Rate (TNR): also known as specificity, evaluates
the accuracy of the segmentation model in correctly identifying
non-target regions. A higher TNR indicates a better ability of the
model to accurately recognize negative areas. Mathematically, it
can be expressed as follows:

TN
TN+ FP
True Positive Rate (TPR): also referred to as recall or sensitivity,
measures the proportion of true positives compared to all positive
samples present in the reference mask. Mathematically, it can be
expressed as follows:

TP

T TP+FN

Positive Predictive Value (PPV): also known as precision, mea-
sures the proportion of true positives in relation to all positive
predictions made by the model. In other words, it represents the
model’s capability to correctly identify positive regions and avoid
false positives. Mathematically, it can be expressed as follows:

TP

T TP+FP

Fowlkes-Mallows Index (FMI): is a metric used to measure the
similarity between predicted segmentation regions and reference
segmentation regions, or as a confusion matrix evaluation metric.
In this context, it is employed to evaluate the overall performance

DICE =

TNR=

TPR

PPV

Table 2
List of hyper-parameters used for training.
Hyper-parameter Value
Epochs 50
Batch size 8
Learning rate le-4
Optimizer AdamW
_ 2yp+1
Training loss DiceLoss (y,p) =1— g
(y+p+1)

of the system. It is calculated as the geometric mean of sensitivity
(TPR) and precision (PPV). Mathematically, it can be expressed as
follows:

FMI =+TPRx* PPV

4.4. Hyperparameters and validation settings

Given the limited availability of training data, no hyperparameter
tuning was performed to optimize individual models. Instead, to ensure
fairness across all models, the same set of hyperparameters was used
uniformly for each of them; we also trained all the models from scratch,
using random initialization of weights. Specifically, the following hy-
perparameters were applied consistently: epochs, batch size, learning
rate, optimizer, and loss function. Their values are reported in Table 2.

Additionally, to mitigate the risk of overfitting and enhance the ro-
bustness of the results, a 5-fold cross-validation strategy was employed.
This approach partitions the dataset into five subsets, using each subset
as a validation set while training on the remaining four, thus ensuring
that all data points are utilized for both training and evaluation. Please
note that no out-of-sample test set have been used, as common in
limited-data medical imaging studies.

In terms of evaluation, the results from the individual models are
used as a baseline to assess the effectiveness of the proposed strategy,
as these models are recognized as state-of-the-art in the field of 3D
medical image segmentation. Thus, in next section, their separated
performance serves as a benchmark for comparison.

Regarding loss functions, we experimented with several options,
including binary and weighted cross-entropy, Tversky loss, focal Tversky
loss, IoU loss, and Dice loss. Performance differences were minor/neg-
ligible among these. For this reason, we chose Dice loss due to its
intrinsic handling of class imbalance and its widespread effectiveness
in segmentation tasks.
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Fig. 5. Bar plot comparing 3D TRUS segmentation performance of literature models with and without the use of patching, with focus on the DICE score.

Table 3

Comparison of the results obtained by the literature models with and without the use of patching on the original dataset (values in bold highlight the best result for each

metric).
Model w/o patching w/ patching ADICE

DICE TNR TPR PPV FMI DICE TNR TPR PPV FMI % improv. p-value

3D-ResNet50-UNet 0.133 0.460 0.735 0.079 0.023 0.207 0.961 0.233 0.242 0.233 +55.53 <0.05
3D-InceptionNetV3-UNet 0.134 0.649 0.608 0.085 0.217 0.250 0.955 0.320 0.291 0.298 +87.16 <0.001
3D-DenseNet121-UNet 0.138 0.672 0.608 0.089 0.225 0.254 0.939 0.358 0.257 0.300 +83.50 <0.001
3D-DenseNet121-LinkNet 0.099 0.789 0.322 0.089 0.146 0.225 0.952 0.264 0.283 0.265 +126.45 <0.001
V-Net 0.299 0.886 0.437 0.280 0.349 0.332 0.888 0.624 0.282 0.399 +11.07 <0.05
Swin UNETR 0.218 0.984 0.183 0.373 0.261 0.299 0.989 0.264 0.484 0.353 +36.95 <0.001
UNet++ 0.296 0.965 0.324 0.376 0.349 0.397 0.922 0.653 0.338 0.465 +34.06 <0.05
SegResNet 0.250 0.985 0.194 0.410 0.282 0.344 0.987 0.310 0.446 0.371 +37.63 0.68

5. Evaluation results and discussion

This section presents the evaluation results of the proposed strategy
for 3D ultrasound image segmentation to support CRC diagnosis. The
structure of the section follows the sequential introduction of the
key elements composing the pipeline, designed to address the specific
technical and scientific challenges posed by the task.

The assessment includes both quantitative and qualitative analyses
of the obtained results, based on the experimental setup described in
previous Section 4. For the sake of clarity, all reported performance
metrics represent the average across the five folds adopted in the
cross-validation process. Furthermore, all baseline models were trained
under identical conditions, using the same hyper-parameters previously
detailed, without any dedicated fine-tuning. It is worth noting that the
absence of hyper-parameter optimization — which could potentially
yield further performance improvements — was motivated by the lim-
ited amount of available training data and to ensure a fair comparison
across models.

5.1. Quantitative assessment

The first results we aim to present, summarized in Table 3, show
the effectiveness of the patching step in our strategy. While originally
designed to address computational constraints, specifically to mitigate
VRAM overload and prevent resource saturation, a goal that is nev-
ertheless achieved thanks to an average reduction of ~35% in VRAM
usage on the GPU, our findings reveal that this methodology is also
capable to enhance segmentation accuracy.

A notable performance increase is observed across all evaluated
models when employing the patching strategy, with DICE score im-
provements ranging from +11.07% (V-Net) to +126.45%
(3D-DenseNet121-LinkNet), as better highlighted in Fig. 5. Note that we
reported the statistical significance of the observed DICE improvements
using both parametric and non-parametric approaches. Specifically, we
applied the paired Student’s t-test under the assumption of approximate
normality of the DICE score distributions across the cross-validation
splits. To account for the limited sample size and the difficulty of
reliably assessing normality in small datasets, we have also verified
the results using the Wilcoxon signed-rank test, which is distribution-
free and robust to deviations from normality. The outcomes of both
tests were fully consistent, confirming the statistical significance of the
reported improvements except for one case, i.e. SegResNet (for reasons
of space and readability, only Student’s t-test p-values are explicitly
shown in Table 3).

In our opinion, such an improvement suggests that partitioning the
volumetric input into smaller sub-regions allows the models to process
finer details, leading to more precise delineation of tumor boundaries,
for a twofold reason. Firstly, the divide-and-conquer nature of patching
let the models focus on localized structures rather than attempting to
extract global patterns from an entire 3D volume in a single forward
pass. This localized analysis may help to mitigate the blurring effects
often observed when a network is forced to encode and decode large-
scale structures, particularly in cases where the tumor exhibits irregular
shapes or low-contrast boundaries. Moreover, the overlapping nature
of the patches ensures redundancy, reducing the risk of missing fine
structures and promoting consistency across adjacent regions. We also
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Comparison of results obtained by the literature models on the original dataset vs. the augmented dataset, both exploit the patching strategy (values in bold highlight the best

result for each metric).

Model w/0 augmentation w/ augmentation ADICE

DICE TNR TPR PPV FMI DICE TNR TPR PPV FMI % improv. p-value
3D-ResNet50-UNet 0.207 0.961 0.233 0.242 0.233 0.583 0.981 0.618 0.645 0.629 +180.94 <0.001
3D-InceptionNetV3-UNet 0.250 0.955 0.320 0.291 0.298 0.558 0.984 0.568 0.632 0.595 +122.68 <0.001
3D-DenseNet121-UNet 0.254 0.939 0.358 0.257 0.300 0.574 0.982 0.571 0.674 0.619 +125.64 <0.001
3D-DenseNet121-LinkNet 0.225 0.952 0.264 0.283 0.265 0.551 0.984 0.538 0.650 0.590 +144.91 <0.001
V-Net 0.332 0.888 0.624 0.282 0.399 0.349 0.818 0.690 0.282 0.439 +5.07 0.43
Swin UNETR 0.299 0.989 0.264 0.484 0.353 0.456 0.991 0.431 0.601 0.509 +52.48 <0.001
UNet++ 0.397 0.922 0.653 0.338 0.465 0.573 0.986 0.598 0.636 0.617 +44.32 <0.001
SegResNet 0.344 0.987 0.310 0.446 0.371 0.473 0.990 0.449 0.614 0.525 +37.56 <0.001

Table 5

observe that, while the DICE score improves across all models when
adopting the patching strategy, this improvement can be associated
with a more pronounced imbalance between the true positive and
the true negative rates, in some configurations. This phenomenon is
not unexpected: the DICE coefficient measures spatial overlap between
prediction and ground truth, but does not directly account for the
distribution of false positives and false negatives. For instance, a high
DICE score can be obtained through over-segmentation (high TPR, low
TNR) or under-segmentation (high TNR, low TPR), depending on how a
model prioritizes sensitivity versus specificity. This is why we reported
a broader set of evaluation metrics, to enable a more nuanced interpre-
tation of the segmentation performance. Also note that variations in
TPR and TNR observed in models such as the 3D-InceptionNetV3-UNet
are consistent with these trade-offs, and highlight the importance of
considering multiple metrics when evaluating segmentation quality.

Secondly, the patching strategy facilitates improved feature learn-
ing, particularly in networks utilizing encoder-decoder architectures
such as U-Net and its variants, which consistently exhibit the highest
relative improvement in DICE scores. Indeed, in traditional end-to-
end volumetric processing, deeper layers of convolutional networks
inevitably lose high-resolution spatial details due to down-sampling
operations. Hence, the use of smaller patches ensures that the net-
work maintains higher-resolution features throughout the encoding
phase, resulting in better preservation of local textures and tumor-
specific characteristics: this effect is particularly evident in the in-
creased Positive Predictive Value and Fowlkes-Mallows Index observed
when patching is enabled.

Building upon such findings, a second quantitative analysis, whose
results are reported in Table 4, investigated the impact of data augmen-
tation while keeping the patching strategy enabled.

The comparison between models trained on the original dataset and
those trained with augmented data reveals a substantial increase in
DICE scores across all architectures, as also shown in Fig. 6, underscor-
ing the benefits of augmentation in enhancing model generalization and
robustness. Specifically, the most striking improvements are observed
in the 3D-DenseNetl121-LinkNet (+144.91%), 3D-DenseNet121-UNet
(+125.64%), and 3D-InceptionNetV3-UNet (+122.68%), highlighting
that deep models with densely connected or inception-based structures
particularly benefit from augmented training data. Similarly, the 3D-
ResNet50-UNet experiences the highest relative improvement in DICE
(+180.94%), suggesting that residual learning benefits significantly
from augmented training data. This significant enhancement suggests
that residual connections may be particularly sensitive to the diversity
of training samples.

In the case of transformer-based architectures such as Swin UNETR,
the augmentation strategy also proves beneficial, yielding a +52.48%
improvement in DICE. Given that transformer-based models typically
require large and diverse datasets to fully exploit their capacity for
learning spatial relationships, augmentation appears to be a crucial fac-
tor in improving their segmentation performance, especially in medical
imaging applications where dataset sizes are often constrained.

On the other hand, the U-Net-based architectures, including
UNet++ and V-Net, also show notable improvements (+44.32% and
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Comparative results between baseline models and their ensembles, based on threshold
voting and morphological voting (setup includes patching and augmentation). Values
in bold highlight the best result for each metric.

Method DICE TNR TPR PPV FMI

3D-ResNet50-UNet 0.583 0.981 0.618 0.645 0.629
3D-InceptionNetV3-UNet 0.558 0.984 0.560 0.632 0.595
3D-DenseNet121-UNet 0.574 0.982 0.571 0.674 0.619
3D-DenseNet121-LinkNet 0.551 0.984 0.538 0.650 0.590
V-Net 0.349 0.818 0.690 0.236 0.402
Swin UNETR 0.456 0.991 0.431 0.485 0.457
UNet++ 0.573 0.986 0.598 0.551 0.574
SegResNet 0.473 0.990 0.449 0.502 0.474
Voting (t = 0.2) 0.617 0.970 0.752 0.573 0.656
Voting (t = 0.5) 0.595 0.988 0.563 0.746 0.647
Voting (Morphological) 0.620 0.970 0.752 0.578 0.659

+5.07%, respectively), though to a lesser extent compared to densely
connected and residual-based architectures. We notice that this may be
attributed to the fact that U-Net variants inherently preserve spatial de-
tails through skip connections, making them naturally robust to minor
variations in input data. However, augmentation still enhances their
generalization ability, particularly by improving boundary delineation
and reducing sensitivity to intensity variations.

From these results, we also observe the overall increase in True Pos-
itive Rate across all models, indicating that augmentation significantly
improves the ability of models to correctly identify tumor regions. This
is particularly critical in this specific domain, where false negatives
(i.e., missed tumor regions) can have severe clinical implications. Such
an evidence fully confirm that augmentation is not only crucial in
our proposed strategy, but that it should be a key component for any
3D tumor segmentation pipeline, particularly in scenarios where the
available dataset is limited. Finally, as done for Table 3, we computed
both Student’s t-test and Wilcoxon signed-rank test to assess the sta-
tistical significance of DICE improvements. The two tests yielded fully
consistent results, confirming significance in all cases except for one
model (VNet). For clarity and conciseness, only the t-test p-values are
reported in the corresponding column.

The last quantitative analysis carried out focuses on the impact of
the final ensembling step, by considering both a threshold-based voting
ensemble (for = 0.2 and ¢ = 0.5) and a morphological voting ensemble.
The results are shown in next Table 5, calculated on the augmented
dataset with the use of patching, and indicate that the ensemble step
further improves the tumor segmentation accuracy, yielding the highest
overall DICE scores in comparison to individual literature models.

We observe that the threshold voting ensemble with ¢ = 0.2 achieves
a DICE score of 0.617, outperforming all individual models while
significantly improving the True Positive Rate to 0.75. On the other
hand, threshold voting at + = 0.5 exhibits a DICE score of 0.595,
slightly lower than that obtained at + = 0.2 but still higher than
most individual models. In this case, the PPV increases significantly to
0.74, while the TPR drops to 0.56. This suggests that a lower voting
threshold enables a more inclusive selection of tumor voxels, while
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Fig. 6. Bar plot comparing 3D TRUS segmentation performance of literature models on the original and augmented datasets, with focus on the DICE score.
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Fig. 7. Qualitative comparison of segmentation predictions against ground truth. For each image group, the first row shows the central slice along the considered axis, the second
row represents the ground truth, and the third row shows the prediction. The mask rows show 2D intensity projections, where pixel intensity reflects the density of segmented

voxels, highlighting the spatial distribution of predictions and ground truth.

a higher threshold imposes stricter consensus requirements, leading
to a more conservative segmentation where only voxels that receive
stronger agreement among models are retained.

Conversely, the morphological voting ensemble (that integrates
both r = 0.2 and ¢t = 0.5 thresholds to create a refined segmentation
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mask through marker-based morphological operations) achieves the
best overall balance, with a DICE score of 0.62, the highest among all
methods. Notably, it also preserves the TPR at 0.75, similar to threshold
voting at r = 0.2, while simultaneously improving the PPV to 0.57 and
achieving the highest FMI of 0.65. Indeed, the morphological voting
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Fig. 8. Qualitative comparison of segmentation predictions against ground truth. Each row displays no. 3 volumetric segmentation samples: for each one, the columns show (i)
the Ground Truth (GT) mask, (ii) the predicted mask, and (iii) their overlap. Differences between the GT and the prediction are visualized through transparency levels.

approach effectively mitigates the trade-offs observed in strict threshold
voting by leveraging a two-stage refinement: the lower threshold serves
as a permissive marker to capture a broad tumor region, while the
higher threshold ensures robustness against over-segmentation. Such
a method benefits from the strengths of both thresholds, resulting in
a segmentation output that maintains high sensitivity while improving
precision and overall segmentation reliability, as well as demonstrat-
ing superior performance in terms of segmentation consistency, as
evidenced by its relatively high True Negative Rate of 0.97.

Overall, when analyzing the performance of individual models on
the original dataset—thus without applying the proposed segmentation
strategy—it becomes evident that the highest achievable DICE score
was just under 0.3, attained by the V-Net and UNet++ architectures.
Vice versa, when adopting the full 3D segmentation pipeline proposed
in this study, culminating in the morphological voting ensemble of all
eight individual models, the DICE score reaches 0.62. This corresponds
to an improvement of ~42 absolute percentage points, more than
doubling the baseline performance.

This highly positive outcome underscores the effectiveness of the
proposed strategy for tumor segmentation from 3D-TRUS imaging,
particularly in scenarios where data availability is limited. Moreover,
it lays a strong foundation for future advancements and research in the
field, with the ultimate goal of developing a comprehensive decision-
support system to aid medical professionals in clinical practice.
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5.2. Qualitative assessment

We conclude this section by also presenting a brief qualitative
evaluation of our full pipeline, providing both (projected) 2D and 3D
visual comparisons of ground truth annotations and model predictions.
These visualizations complement the previous quantitative results by
illustrating the effectiveness of the proposed segmentation strategy and
highlighting its strengths and potential areas for improvement.

Fig. 7 showcases some positive examples of the obtained segmenta-
tions, projected and averaged in three orthogonal views (axial, coronal,
and sagittal). The ground truth annotations and model predictions are
displayed side by side, allowing for a direct comparison of how well the
predicted masks align with the manually delineated tumor regions. In
such examples, the reported DICE scores, which range from 0.8 to 0.9,
confirm the strong overlap between the predicted and reference seg-
mentations. Notably, higher DICE scores correspond to segmentations
where the shape and boundary details are well preserved across multi-
ple slices, while lower DICE scores highlight cases where discrepancies
in shape continuity and boundary precision still persist. However, in
some instances, slight under-segmentation or over-segmentation can be
observed, particularly in the coronal and sagittal views, where artifacts
or tissue heterogeneity may introduce additional complexity.

Similarly, Fig. 8 presents a volumetric comparison of the segmenta-
tion results using 3D renderings of the ground truth, model prediction,
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and their overlap. In the first case, where the DICE score is lower
(i.e., 0.63), noticeable deviations in shape reconstruction can be ob-
served, suggesting that certain anatomical complexities may pose chal-
lenges for the model. However, even in these cases, the general spatial
correspondence remains reasonable, demonstrating the robustness of
the segmentation framework.

However, the positive examples confirm that the proposed approach
can successfully segments tumor structures with high accuracy and
consistency, aligning well with expert annotations. Future refinements
and the use of larger training datasets could further enhance segmen-
tation accuracy in challenging cases, ultimately contributing to a more
reliable and clinically useful system.

6. Conclusion

In this study, we proposed a novel Deep Learning-based strategy
for 3D colorectal tumor segmentation in TRUS images. The primary
and general contribution of our study was not to offer a fully re-
solved clinical solution, but rather to demonstrate a practical and
effective strategy, more from a methodological perspective than a
purely performance-oriented one, to address the challenges of limited
data availability, acquisition heterogeneity, and resource-constrained
clinical scenarios. The integration of the various steps of our pipeline
was intentionally developed to enhance robustness under such diffi-
cult conditions, to aim at enhancing diagnostic and decision support
for colorectal cancer diagnosis. Through the proposed combination of
techniques, we show that meaningful improvements in segmentation
accuracy can be achieved even with very limited training data —
an insight that may be valuable not only for 3D TRUS but also for
other clinical scenarios facing similar data limitations. Other important
contributions are in what follows.

Firstly, we provided a thorough analysis of the state-of-the-art,
highlighting the specific technical and clinical challenges that hinder
the development of automated systems for this task. Then, we intro-
duced a novel strategy designed to address these issues, incorporating
domain-specific solutions such as data augmentation, patch-based im-
age partitioning, and model ensembling. These techniques collectively
enhanced segmentation accuracy and robustness, presenting a practi-
cal approach to improving the diagnostic capabilities of TRUS. Our
evaluation of eight state-of-the-art Deep Learning models, including
both convolutional and transformer-based architectures, yielded a sig-
nificant performance improvement. The proposed strategy led to an
average DICE score relative increase of over +107% compared to
baseline models, with the best value reaching 0.62. This substantial im-
provement demonstrates the effectiveness of our method in enhancing
tumor segmentation accuracy in TRUS images.

Despite the relatively small sample size, the promising results of this
study indicate that our approach represents a solid starting point for
translating Deep Learning-based 3D tumor segmentation into clinical
practice. While the limited dataset posed challenges during model
training, the significant improvements in performance suggest that
with larger datasets and further refinement, our method could offer
substantial value in real-world clinical settings.

Expanding datasets and refining models will be critical to enhancing
clinical applicability. Indeed, a key limiting factor remains the severe
scarcity of annotated 3D TRUS data for colorectal cancer segmentation,
both in our specific case and more generally across a wide range
of complex or rare imaging modalities. Similar challenges are com-
monly encountered in many other clinical domains characterized by
limited data availability, such as rare diseases, expensive or operator-
dependent imaging protocols, or underutilized modalities for which
expert annotation requires highly specialized personnel. With contin-
ued efforts to overcome these challenges, the development of Al-driven
solutions for colorectal cancer diagnosis can lead to more accurate,
standardized, and accessible diagnostics, ultimately improving patient
care across diverse healthcare environments.
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