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Abstract

The convergence of the Internet of Things, artificial intelligence, and semantic technologies is reshaping how digital systems model
and reason about human behavior. Human Digital Twins (HDTs) offer dynamic user representations by integrating multimodal data
from physiological, behavioral, and linguistic sources. However, most existing HDTs perform low-level data fusion, lacking the
semantic consistency needed for coherent reasoning and personalization. This paper proposes a novel pipeline for constructing Per-
sonal Knowledge Graphs (PKGs), i.e. adaptive, formal representations of user knowledge, that combine the generative capabilities
of Large Language Models (LLMs) with ontology-based validation. The pipeline includes triplet extraction from language data,
semantic alignment through embeddings, and ontology-driven graph construction. A comparative analysis between ontology-free
and ontology-guided PKG generation demonstrates that semantic grounding substantially reduces spurious relationships and im-
proves reasoning accuracy, establishing ontological validation as essential for reliable knowledge extraction. By bridging symbolic
and generative paradigms, the proposed approach advances knowledge-driven HDTs that are proactive, interpretable, and resilient.
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1. Introduction

The convergence of the Internet of Things (IoT), artificial
intelligence (AI), and semantic modeling is enabling systems
capable of representing human behavior through continuous,
multimodal data assimilation. Within this landscape, Human
Digital Twins (HDTs) have gained attention as dynamic, user-
centric digital counterparts built from physiological, behav-
ioral, and linguistic information [1]. Through such integration,
HDTs promise a shift from static monitoring toward proactive
modeling of user needs and preferences, bridging sensing, rea-
soning, and personalization [2].

Despite these advancements, most HDT implementations
rely on low-level data fusion or application-specific model-
ing, often overlooking the semantic alignment needed for con-
sistent knowledge representation across heterogeneous sources
[3]. Physiological sensors capture objective signals, while lan-
guage interfaces express subjective intentions, yet few architec-
tures integrate these streams within a unified, ontology-driven
framework. As a result, systems frequently lack cognitive co-
herence and struggle to infer cross-modal relationships or ex-
plain user behavior [4].

Recent research suggests that combining ontological reason-
ing with Large Language Models (LLMs) provides a power-
ful foundation for overcoming these limitations [5]. Ontolo-
gies supply formal structures for entities and relations, ensur-
ing interpretability and reusability across contexts. LLMs, con-
versely, enable extraction of structured information from un-
structured discourse, supporting the transformation of linguistic
content into semantically enriched representations. Their inte-
gration allows the construction of Personal Knowledge Graphs
(PKGs), i.e. formal, dynamic, user-specific representations that

serve as the cognitive substrate of HDTs [6]. However, com-
bining symbolic and generative reasoning remains challenging:
LLMs may introduce hallucinated or ontologically inconsistent
relations, whereas symbolic systems lack flexibility in handling
open-ended human input. The practical importance of semanti-
cally grounded HDTs spans diverse domains, from autonomous
digital representatives maintaining social presence in virtual en-
vironments [7] to health monitoring systems integrating physi-
ological signals with linguistic symptom descriptions. Without
formal semantic validation, extracted relationships risk intro-
ducing inconsistencies that compromise reliability in decision-
critical applications.

This work addresses these challenges by proposing a
knowledge-driven pipeline for constructing PKGs within HDT
architectures. The proposed framework defines how hetero-
geneous observations about a user can be transformed into a
structured and semantically grounded knowledge representa-
tion capable of supporting proactive reasoning. The pipeline
operationalizes the concept of a Personal Digital Brain (PDB)
as a semantic coordination layer that transforms heterogeneous
data streams, including conversational utterances, physiologi-
cal measurements, calendar events, and environmental obser-
vations, into validated, ontology-aligned knowledge represen-
tations [8]. The interaction between linguistic extraction, multi-
modal contextualization, and ontology-based validation ensures
that extracted relationships are both expressive and semanti-
cally coherent.

In summary, the proposed PKG construction pipeline is im-
plemented and validated through three key contributions:

• A three-stage triple acquisition mechanism that inte-
grates linguistic expressions with multimodal observations
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through the Model Context Protocol, enabling temporal
alignment between conversational utterances and hetero-
geneous data sources.

• An ontology-based semantic alignment mechanism em-
ploying parallel validation strategies that propagate type
constraints through formal ontological structures, ensuring
extracted knowledge adheres to domain semantics while
maintaining robustness to extraction errors.

• A comparative experimental analysis showing that seman-
tic grounding substantially improves reasoning accuracy
and reduces spurious relationships, establishing ontology-
driven validation as a fundamental requirement for conver-
sational knowledge extraction in HDT architectures.

The remainder of the paper is organized as follows. Section 2
reviews the state of the art in HDT architectures, conversational
knowledge extraction, and ontological grounding mechanisms.
Section 3 presents the system architecture, while Section 4 de-
tails the Digital Brain pipeline, including triple acquisition, se-
mantic alignment, and PKG construction. Section 5 describes
the simulation setup and experimental methodology and Sec-
tion 6 reports the evaluation results. Finally, Section 8 con-
cludes the paper with a discussion of the implications and future
research directions.

2. State of Art

The development of HDT systems capable of constructing
comprehensive PKGs requires addressing three interconnected
research domains. We first examine existing HDT architec-
tures to identify their structural capabilities and limitations in
handling multimodal data integration. We then analyze re-
cent advances in knowledge extraction from conversational in-
teractions, focusing on how ML models transform unstruc-
tured linguistic content into structured semantic representations
and the challenges of maintaining semantic consistency during
this transformation. Finally, we position our work within the
broader trajectory from passive data monitoring toward proac-
tive computational modeling, examining how ontology-driven
approaches enable the transition from digital shadows to gen-
uine digital twins capable of inferential reasoning.

2.1. Digital Twin Architectures for Personal Data
Digital Twins (DTs) were originally designed for monitor-

ing, simulation, prediction, and decision-making/control in en-
gineered systems [9]. In these domains, physical processes can
be modeled through measurable and well-structured parame-
ters, allowing digital replicas to support forecasting and auto-
mated control loops.

Extending this paradigm to humans is considerably more
complex. Modern platforms collect heterogeneous data, such
as physiological signals, behavioral logs, and conversational
content, through wearables, mobile applications, and natural
language interfaces [10]. Yet, most current implementations
function as isolated data collectors, lacking the semantic inte-
gration required for holistic interpretation. In the context of

HDTs, the digital twin itself represents the entity responsible
for aggregating heterogeneous observations about the user, in-
cluding sensor measurements, application data, and contextual
information. This unified representation enables different ser-
vices within the HDT to access and reason over user-related ob-
servations. In our framework, the Digital Brain is introduced as
a service operating within the HDT that transforms these aggre-
gated observations into structured knowledge through the pro-
posed PKG construction pipeline. By enabling this knowledge-
driven integration, the HDT can evolve beyond traditional mon-
itoring and prediction functionalities toward supporting higher-
level capabilities such as decision optimization and proactive
responses. Indeed, sensor streams often miss temporal and
causal context, application logs capture only discrete events,
and conversational data remains unstructured, preventing uni-
fied representations suitable for inference or prediction.

HDTs aim to overcome these limitations by shifting from
passive observation toward dynamic computational modeling
of individuals [11]. However, despite advances in multimodal
sensing, existing solutions largely remain confined to monitor-
ing and limited prediction, while the higher-level DT functions,
i.e. decision support and proactive control, remain mostly un-
realized for human-centered scenarios. This gap reflects the in-
trinsic difficulty of modeling human behavior, which emerges
from the interaction of physiological, cognitive, emotional, and
contextual factors [12].

To progress beyond monitoring, HDTs must integrate three
capabilities identified in prior work. Multimodal synthesis
must unify structured parametric measurements with unstruc-
tured linguistic inputs and contextual event streams, creating
coherent representations that capture complementary aspects
of human states [13]. Semantic integration through formal
knowledge frameworks transforms disparate data sources into
machine-interpretable structures, ensuring that physiological
readings, behavioral patterns, and verbal expressions can be
reasoned upon within consistent ontological models [14]. In-
ferential reasoning mechanisms leverage these integrated rep-
resentations to perform predictive simulations, identify tempo-
ral patterns, and detect conditions that manifest through cross-
modal correlations rather than isolated measurements [15].

These requirements highlight the need for formal knowledge
representation mechanisms, in the form of Personal Knowledge
Graphs, which must be capable of organizing multimodal ob-
servations into coherent, queryable structures and leveraging
the rich semantic content conveyed by conversational interac-
tions. Recent research has also emphasized the importance
of privacy-preserving mechanisms and distributed infrastruc-
tures when deploying HDT systems in healthcare and IoT en-
vironments. Since HDTs continuously process sensitive per-
sonal data such as physiological signals, behavioral traces,
and conversational information, several works have investigated
privacy-aware learning and system architectures. For instance,
the framework proposed in [16] introduces a differentially pri-
vate federated multi-task learning approach that enables collab-
orative model optimization across distributed HDT nodes while
protecting sensitive user data from direct exposure. Comple-
mentary perspectives on the technological ecosystem required
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for HDT deployment are provided by recent surveys such as
[17] and [18]. These works analyze the networking architec-
tures, enabling technologies, and AI-driven components that
support HDT systems in personalized healthcare and IoT en-
vironments, highlighting key challenges related to large-scale
multimodal data acquisition, distributed computation, privacy
preservation, and intelligent data analysis. These studies fur-
ther confirm the importance of integrating semantic modeling,
multimodal reasoning, and privacy-aware infrastructures in fu-
ture HDT architectures.

2.2. Personal Knowledge Graphs and Conversational Extrac-
tion

Conversational interactions constitute the richest source of
semantic information for HDTs, as they convey user states,
intentions, preferences, and contextual experiences [19] [20].
Unlike physiological signals or application logs, which pro-
vide structured measurements, linguistic expressions encode
meaning through flexible constructions, pragmatic cues, and
contextual dependencies [21]. This information is not explic-
itly represented: semantic relationships are often implicit [22],
and utterances may rely on dialogue history, anaphora, or el-
liptical forms that require inferential interpretation [23] [24].
These properties make conversational content valuable for hu-
man modeling but difficult to transform into formal representa-
tions suitable for PKG construction.

Recent advances in LLMs have significantly improved
this process. Traditional discriminative approaches required
domain-specific annotated datasets and were limited in general-
ization [25]. Modern LLMs instead generate structured outputs
directly from natural language instructions, enabling zero-shot
and few-shot extraction [26]. Through prompting strategies
such as format-specific instructions and guided reasoning, mod-
els learn to produce subject–predicate–object triples aligned
with the intended schema [27]. Empirical studies demonstrate
substantial gains in accuracy, with improvements attributed
to techniques such as in-context learning [28] and chain-of-
thought prompting [29]. Precision above 50% for complete
triple extraction from dialogue has been reported in [30], and
comparative analyses show LLM-based systems achieving F1
scores around 0.69, outperforming traditional extractors [31].

However, several limitations remain critical for HDT knowl-
edge graph construction. LLMs continue to hallucinate facts,
generating incorrect triples with error rates between 5% and
10% [32]. They may produce inconsistent or non-standardized
terminology, yielding vague entities or relations that lack se-
mantic specificity [33]. Domain-specific evaluations show
sharp performance drops for models not explicitly trained on
expert corpora, for example in biomedical extraction tasks [34].
Furthermore, LLM outputs generally lack grounding: surface
forms may refer to the same concept with different expressions,
violate type constraints, or create ambiguous entities without
canonical identifiers.

In HDT contexts, conversational extraction also requires in-
tegration with structured contextual information from hetero-
geneous data sources. The meaning of an utterance often de-
pends on concurrent physiological signals, temporal conditions,

or environmental events not explicitly mentioned by the user
[35]. Emerging frameworks such as the Model Context Proto-
col provide unified access to such multimodal information, en-
abling LLMs to incorporate external context during reasoning
[36] [37]. Nonetheless, their systematic application to tempo-
rally aligned PKG construction remains underexplored.

These limitations highlight the need for validation and
grounding mechanisms capable of reconciling probabilistic
LLM outputs with deterministic ontological structures before
integration into PKGs. Without this step, early extraction er-
rors or semantic inconsistencies risk propagating through the
longitudinal HDT representation, undermining the reliability
of downstream reasoning. Ontology-based grounding there-
fore becomes essential for ensuring coherence, canonicaliza-
tion, and confidence-aware integration of extracted triples, a
foundation addressed in the following subsection.

2.3. Ontological Grounding for Proactive Digital Twins
The limitations identified in conversational knowledge ex-

traction necessitate robust validation mechanisms capable of
grounding LLM-generated triples within formal semantic struc-
tures before integration into Personal Knowledge Graphs.
While LLMs demonstrate remarkable extraction capabilities,
their outputs lack the semantic formalization required for reli-
able knowledge representation. Extracted triples consist of nat-
ural language strings that carry ambiguity, may violate domain
constraints, and often employ non-standardized terminology in-
consistent with established ontological frameworks. Ontologies
provide formal specifications of domain concepts, their proper-
ties, and the constraints governing their relationships, offering
structured frameworks against which extracted knowledge can
be validated [27]. A key challenge is reconciling probabilistic
neural outputs with deterministic ontological constraints, ensur-
ing that extracted entities and relations are mapped to canonical
concepts with quantified confidence.

Existing approaches to ontology-based validation address
schema-level integration rather than instance-level validation
during conversational extraction. Ontology alignment method-
ologies have evolved from lexical similarity measures toward
embedding-based approaches that capture semantic relation-
ships in continuous vector spaces [38, 39], with techniques
such as OWL2Vec incorporating graph structure through ran-
dom walks and recent work exploring LLM-based matching
[40, 41]. However, these methods perform batch process-
ing between complete ontologies, incompatible with real-time
validation of individual triples from streaming conversational
data. Semantic Web validation frameworks such as SHACL and
OWL reasoning provide constraint checking over RDF graphs
[42], but assume pre-grounded inputs with entities already
mapped to ontological URIs, making them unsuitable for raw
string-based triples from LLMs. Complementary embedding-
based approaches like TransE and DistMult enable plausibil-
ity scoring through learned vector representations [43], while
neurosymbolic frameworks integrate neural learning with log-
ical constraints [44], yet these function as post-hoc reason-
ing engines for knowledge graph completion rather than pre-
admission validation mechanisms.
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These limitations reflect a broader pattern in HDT literature
where implementations function as digital shadows that pas-
sively replicate observations rather than digital twins capable of
proactive modeling. Without semantic grounding, systems ac-
cumulate multimodal data but lack the formal knowledge repre-
sentations necessary for inferential reasoning, temporal pattern
detection, and causal inference. No existing framework simul-
taneously addresses the requirements for conversational HDT
with proactive capabilities: instance-level processing of indi-
vidual triples during incremental extraction, confidence-scored
validation quantifying semantic fit for uncertain LLM outputs
rather than binary acceptance, latency for interactive dialogue,
integration of multimodal context through protocols like MCP,
and ontological grounding that enables cross-modal reasoning.
The alignment mechanism presented in Section 4 addresses
these gaps by combining embedding similarity with signature
propagation through ontological constraints, enabling the con-
struction of semantically coherent PKGs that support genuine
digital twin functionality.

2.4. Comparative Analysis and Positioning of the Proposed
HDT

While the previous subsections have analyzed the architec-
tural, extraction, and grounding challenges underlying HDT
systems, it is equally important to position the proposed frame-
work with respect to recent digital twin implementations that
integrate knowledge graphs, workflow orchestration, or task op-
timization mechanisms.

Recent research has explored digital twin architectures pri-
marily from the perspective of infrastructure optimization
and service orchestration. SerFlow [45] proposes a multi-
stage service-enhanced mechanism for workflow applications
in cyber-physical systems, emphasizing end–edge–cloud col-
laboration and execution efficiency. Although it advances dis-
tributed orchestration strategies, its focus remains on computa-
tional workflow performance rather than semantic knowledge
construction or conversational grounding. Similarly, the dig-
ital twin-enabled dynamic spatial–temporal knowledge graph
introduced in [46] leverages IoT data and graph reasoning for
production logistics resource allocation. This approach demon-
strates the effectiveness of integrating spatial and temporal
modeling with knowledge graph structures, yet its objective
lies in industrial resource optimization rather than longitudinal
human-centered modeling.

In the socio-cyber domain, TOFDS [47] presents a two-stage
task execution method based on reinforcement learning and
digital twin simulation for fake news processing. While it in-
corporates optimization and dynamic decision-making within a
digital twin paradigm, it does not address semantic grounding
of conversational knowledge or personal knowledge graph con-
struction. More recently, the knowledge graph-based data inte-
gration system for digital twins of built assets [48] emphasizes
modularity and interoperability across Building Information
Modeling (BIM), IoT, and process-level data. This work ad-
vances semantic data integration for infrastructure-scale twins
but remains oriented toward asset management rather than
proactive cognitive modeling.

Table 1: Comparison of digital twin approaches (KG: Knowledge Graph, Opt.:
Optimization, H-PKG: Human-centric PKG).

Work Focus KG Opt. H-PKG
SerFlow [45] CPS workflow No Yes No
DSTKG [46] Logistics Yes Yes No
TOFDS [47] Socio-cyber No Yes No
KGDT [48] Built assets Yes No No
Proposed HDT Personal DT Yes Partial Yes

To clarify these distinctions, Table 1 summarizes the core
characteristics of these approaches and contrasts them with the
proposed HDT framework.

Unlike infrastructure-oriented digital twins that primarily op-
timize physical processes or service execution, the proposed
HDT framework focuses on the construction and validation of
a longitudinal PKG grounded in conversational and multimodal
data. Its novelty lies in the instance-level ontological validation
of probabilistic LLM outputs before graph integration, enabling
proactive inferential reasoning rather than passive data repli-
cation. In this sense, the proposed architecture advances the
transition from digital shadows to semantically grounded digi-
tal twins capable of structured human-centered modeling.

3. System Architecture

This section presents the architectural framework that en-
ables the construction of PKGs through coordinated integration
of heterogeneous data sources. The architecture transforms raw
measurements from sensors and applications into semantically
grounded knowledge representations suitable for proactive rea-
soning. We detail how the system acquires multimodal obser-
vations, processes them through domain-specific services, and
organizes validated relationships within the PKG maintained
by the HDT. The proposed architecture follows a user-centric
design in which each individual is associated with a dedicated
HDT. In multi-user environments, multiple HDTs can coexist
independently, each operating within its own user space and
maintaining an independent knowledge representation through
its PKG.

Figure 1 illustrates the proposed architecture, organized into
three interconnected layers that progressively convert observa-
tions into structured user representations. The HDT continu-
ously receives heterogeneous observations related to the user
and the surrounding environment. These observations may
originate from multiple sources, including physical-world ob-
jects (e.g., microphones and IoT devices) as well as digital ser-
vices and applications used by the user. Such observations may
include both verbal information, such as conversational utter-
ances, and non-verbal contextual signals, such as environmen-
tal measurements, physiological indicators, or scheduled activ-
ities. These heterogeneous inputs are progressively integrated
across the architectural layers illustrated in Figure 1.

Communication across layers is supported by the Model
Context Protocol (Section 3.2.1), which provides unified inter-
faces for accessing measurements, events, and processed ob-
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Figure 1: HDT System Model architecture

servations generated by the different components of the sys-
tem. Within this architecture, the Digital Brain acts as the
coordination layer that aggregates the available observations
and organizes them into structured representations of the user.
These representations are then processed through the knowl-
edge construction pipeline described in the following sections,
which converts heterogeneous inputs into semantically vali-
dated knowledge stored in the Personal Knowledge Graph.

In the following subsections, we describe the main archi-
tectural components and their role in supporting the proposed
HDT framework.

3.1. Digital Twin Layer

The DT Layer instantiates digital representations of phys-
ical entities that continuously receive measurements, process
them through computational services, and maintain synchro-
nized state with their physical counterparts. Each DT performs
active processing rather than simple data replication, applying
domain-specific algorithms to transform raw sensor readings
into outputs tailored to the entity’s sensing characteristics.

The architecture supports heterogeneous sensing environ-
ments containing multiple physical entities operating simulta-
neously. Let E = e1, e2, . . . , e|E| denote the set of physical en-
tities, where each ei corresponds to a sensing device such as a
wearable for physiological monitoring, an environmental sen-
sor, or an audio interface. Each entity provides distinct sensing
modalities and temporal sampling characteristics determined by
its embedded instrumentation.

For each entity ei ∈ E, the system instantiates one or more
DTs that receive, process, and expose the corresponding mea-
surements. Every DT consists of three interconnected compo-
nents: digital replicas, services, and profile.

Digital replicas maintain synchronized representations of
the physical entity’s current state through bidirectional commu-

nication. Replicas continuously receive measurements and can
propagate commands or configurations back to the device. A
measurement produced by entity ei is represented as:

m j
ei = (a j

ei , v
j
ei , τ

j
ei ) (1)

where a j
ei denotes the parameter type (e.g., temperature, humid-

ity), v j
ei the observed value, and τ j

ei the acquisition timestamp.
For each type j, a j

ei is fixed, while the entity generates a tem-
poral sequence of measurements incoming with varying values
and timestamps. The digital replica stores the most recent state,
enabling immediate access without querying the physical hard-
ware.

Services implement the processing layer that applies compu-
tational algorithms to the measurements stored in the replica.
These modular units execute domain-specific processing, such
as signal filtering for physiological sensors, pattern recogni-
tion for motion data, temporal aggregations, or feature extrac-
tion from raw streams. Services expose their processed out-
puts through standardized interfaces, allowing higher-layer ap-
plications to consume derived features without handling device-
specific logic.

Profile stores the persistent metadata and static characteris-
tics of the physical entity, including sensing capabilities, con-
figuration parameters, calibration data, and other invariant at-
tributes. While the digital replica maintains a dynamic mea-
surement state, the profile captures the static information re-
quired to correctly interpret and process measurements.

This three-component structure defines the general architec-
ture for all DTs in the system, applicable across domains from
networked IoT devices [49] to human modeling. Within this
framework, the HDT constitutes a specialized instantiation: it
retains the same structure but extends the Profile into a User
Profile that captures both static user characteristics and the dy-
namic PKG that evolves through continuous knowledge inte-
gration.

3.1.1. Human Digital Twin
The HDT is a specialized DT designed to model a human

being. Unlike other DTs, it aims to capture the complexity
of human presence, activities, state, and knowledge. This re-
quirement shapes its architecture, particularly the User Pro-
file, which extends beyond static metadata to include dynamic
knowledge structures maintained in the PKG.

The HDT contains multiple digital replicas, each correspond-
ing to a physical device associated with the user. Wearables,
audio interfaces, and other personal devices each maintain their
own replica, continuously receiving measurements from their
physical sources. This multi-replica design reflects the need
to aggregate heterogeneous sensing modalities to achieve com-
prehensive user modeling. Each replica follows the general DT
replication model: it maintains synchronized state and exposes
measurements to the HDT’s service layer.

The service layer follows a hierarchical organization. Base
services process measurements from individual replicas us-
ing modality-specific algorithms, such as activity classification
from motion data, physiological indicators from biosensors, or
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transcription from audio streams. These services adhere to the
same architectural principles as generic DT services, producing
derived features through standardized interfaces.

The Digital Brain operates as the top-level service coordi-
nating these base services and managing interaction with the
User Profile. It functions as an orchestrator that schedules ser-
vice execution, resolves dependency ordering, and unifies mul-
timodal outputs into a coherent processing pipeline. It receives
processed outputs, accesses measurements through synchro-
nization mechanisms, and implements the PKG construction
pipeline (Section 4). Through this pipeline, the Digital Brain
transforms conversational interactions and multimodal observa-
tions into validated semantic relationships. It both reads from
and writes to the User Profile, retrieving existing knowledge for
reasoning and integrating newly validated triples into the PKG.

The User Profile extends the basic DT Profile to incorporate
comprehensive user representations. Static characteristics, such
as demographic attributes, preferences, and long-term goals,
are stored in structured fields. The dynamic component is the
Personal Knowledge Graph (PKG), a labeled directed graph
GPKG = (V, E, L, P) where V contains entities and concepts
extracted from user data, E represents semantic relations val-
idated against ontological constraints, L encodes type labels
derived from ontological alignment, and P associates tempo-
ral and contextual metadata with graph elements. The PKG
evolves as validated relations produced by the Digital Brain are
integrated, maintaining a temporally coherent knowledge struc-
ture that supports reasoning across sources and modalities.

3.2. Application Layer
The Application Layer mediates interactions between the

internal architecture and external systems, managing bidirec-
tional information flow while maintaining a clear separation
from the DT Layer. It supports scalable operation across
multiple concurrent DTs by standardizing data exchange pat-
terns and ensuring that applications interact with the sys-
tem through uniform, asynchronous interfaces. Let A =

{A1, A2, . . . , Ak, . . . , A|A|} denote the set of applications active
in the system, where each application Ak exchanges data with
the DT Layer and external services.

Applications fall into two complementary categories. Native
applications consume data produced by DTs, aggregating in-
formation across multiple replicas to deliver services such as
activity visualization, health monitoring dashboards, or analyt-
ics over accumulated user data. Their outputs are exposed to
external consumers through user interfaces or API endpoints.
Connector applications establish synchronization channels with
external service providers, such as calendar systems, email plat-
forms, or third-party APIs, and import structured data streams
into the internal architecture. This external information en-
riches the HDT’s Digital Brain with contextual elements that
extend beyond direct sensing capabilities, supporting integra-
tion into the PKG construction pipeline. Incoming streams are
temporally aligned with measurements produced by DTs, en-
suring coherent multimodal integration within the HDT.

Communication between applications and internal compo-
nents is handled through the Model Context Protocol (MCP),

detailed in the following subsection. Applications expose their
outputs as structured observations that the Digital Brain can
query alongside data produced by the DT Layer. MCP stan-
dardizes these exchanges, enabling loose coupling and interop-
erability across heterogeneous sources and consumers.

3.2.1. Model Context Protocol
The MCP server provides the communication infrastructure

that manages information flow between data producers in the
DT Layer and consumers throughout the system. DTs expose
their measurements and processed outputs through the protocol,
while applications and internal services access this information
through standardized query interfaces. This decoupling enables
flexible data access patterns without requiring direct coupling
between components.

Data sources in the system exhibit heterogeneous character-
istics. Digital replicas produce continuous time-stamped mea-
surement streams; applications generate discrete events trig-
gered by user interactions or scheduled operations; and textual
replicas introduce free-form linguistic content at irregular inter-
vals. These channels differ in temporal granularity and struc-
tural encoding, requiring consumers, particularly the HDT’s
Digital Brain, to integrate sensor readings, application events,
and conversational inputs within a coherent multimodal repre-
sentation.

The MCP server addresses these challenges through enrich-
ment and standardized access. It receives raw measurements
m j

ei = (a j
ei , v

j
ei , τ

j
ei ) and augments them with metadata such as

source identifiers, quality indicators, and device state at acqui-
sition time. Timestamps are normalized within a global tem-
poral reference frame to allow alignment across asynchronous
sensing modalities. The enriched observation is denoted by m̃ j

ei ,
and the server maintains a persistent repository indexing obser-
vations by entity and temporal position.

Data access follows a three-phase interaction model, i.e. ne-
gotiation, discovery, and retrieval. Negotiation establishes the
communication channel and operational constraints; discovery
enumerates source entities and their metadata; and retrieval pro-
vides structured access through three query patterns inspired by
time-series management in IoT systems [50].

Temporal window queries extract observations within a spec-
ified interval:

QT (ei, tstart, tend) = {m̃ j
ei | τ

j
ei ∈ [tstart, tend]} (2)

Conditional queries filter observations that satisfy given value-
or metadata-based predicates:

QC(ei, conditions) = {m̃ j
ei | m̃

j
ei satisfies conditions} (3)

where conditions specify thresholds or categorical constraints,
supporting event detection and anomaly identification without
retrieving full temporal sequences. Statistical queries compute
aggregated metrics over temporal windows:

QS (ei, tstart, tend, f ) = f ({m̃ j
ei | m̃

j
ei ∈ QT (ei, tstart, tend)}) (4)

providing mean, maximum, minimum, or variance through
function f ∈ {mean,max,min, var} for trend analysis and pat-
tern recognition.

6



MCP ServerMCP Client

Discovery

Entity List Request

Entities and metadata

Negotiation

Init

Capabilities, schemas, constraints

Context Retrieval Phase 

T
im

e

Figure 2: MCP Protocol Interaction Phases

These operations allow the Digital Brain to retrieve measure-
ments around conversational timestamps for contextual ground-
ing, select observations relevant to reasoning tasks, and com-
pute statistical summaries for pattern recognition. Contextual
observations retrieved through MCP are treated as optional en-
richment signals. If certain sources are unavailable due to sen-
sor dropouts or connectivity issues, the pipeline continues op-
erating using the available observations, potentially producing
a less enriched but still valid knowledge representation. MCP
also supports confidence-scored observations and basic valida-
tion mechanisms, enabling robust integration of multimodal in-
puts into the PKG construction pipeline. Figure 2 illustrates the
interaction phases between the Digital Brain and the repository.

4. Digital Brain Pipeline

The Digital Brain service implements a multi-stage pipeline
that transforms conversational interactions and contextual ob-
servations into validated semantic relationships stored in the
PKG. The pipeline progressively enriches linguistic content
with structured multimodal data, aligns heterogenous inputs in
a unified temporal and semantic space, and validates extracted
knowledge against formal ontological constraints. Validated re-
lationships are then organized within a hierarchical navigation
framework that supports scalable graph traversal and reason-
ing. Figure 3 presents the overall pipeline architecture, while
Table 2 summarizes the mathematical notation used throughout
this work.

4.1. Triple Acquisition
The Digital Brain implements a three-stage process that ac-

quires semantic triples from conversational interactions and
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contextual observations, progressively transforming unstruc-
tured linguistic content into contextually grounded knowledge.
The pipeline performs i) triple extraction from natural language
transcriptions, ii) context-driven triple generation through tem-
poral retrieval windows, and iii) triple refinement to resolve
redundancies and inconsistencies prior to alignment.

Triple Extraction: Conversational inputs introduce unstruc-
tured linguistic content that carries semantic information about
user activities, intentions, and subjective states. Unlike the
structured observations produced by DTs and applications, nat-
ural language conveys meaning through flexible linguistic ex-
pressions that require interpretation to extract formal knowl-
edge representations. Within the HDT architecture, a digital
replica associated with an audio capture device may process
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Table 2: Notation Summary for PKG Creation Pipeline
Symbol Description
W(tu) Temporal window: [tu − δ

−, tu + δ
+]

δ−, δ+ Temporal window bounds (past and future)
δ − mode Context depth parameter [0, 1]
C(tu) Context: observations within temporal window
E1 Triple extraction function
E2 Triple generation function
E3 Triple refinement function
trtu

i Triple with index i and timestamp tu

Traw Set of raw triples before refinement
TR Set of refined triples
trR

i Refined triple with index i
O Ontology specification
K Set of semantic classes
P Set of standardized properties

dom Domain function: P → K
ran Range function: P → K

(si, pi, oi) Triple components
L Set of textual labels
ϕ Embedding function: L → Rd

ep, ec Pre-computed embeddings
vs, vp, vo Component embeddings
τ Similarity threshold

α1, α2, α3 Alignment scores
Tb Set of broader topics
Tn Set of narrower topics

input through Automatic Speech Recognition (ASR), produc-
ing textual transcriptions that are made available to the Digital
Brain service.

The triple extraction stage transforms these transcriptions
into structured semantic representations suitable for PKG in-
tegration. Given a transcription Ttu produced at time tu, the
Digital Brain applies an extraction function:

E1 : Ttu → {tr
tu
1 , tr

tu
2 , . . . , tr

tu
n } (5)

which identifies subject–predicate–object relationships,
where n ≥ 0 denotes on the informational density of the
utterance. Each triple is represented as:

trtu
i = (si, pi, oi)tu (6)

where si denotes the subject entity, pi the predicate relation-
ship, oi the object entity, and tu marks the temporal moment
of utterance. The extraction function E1 is performed by LLM
capable of segmenting the linguistic structure and identifying
embedded relationships, producing formal representations suit-
able for downstream PKG integration.
Context-driven triple generation: Linguistic triples capture
the content of an utterance but often lack contextual grounding.
Many statements rely on implicit references, e.g., fatigue, exer-
tion, or location, that are best interpreted alongside concurrent
physiological or environmental measurements.

To retrieve such information, the Digital Brain defines a tem-
poral window around each utterance:

W(tu) = [tu − δ−, tu + δ+] (7)

where δ− captures prior context and δ+ accounts for asyn-
chronous pipeline execution, enabling incorporation of obser-
vations slightly after the utterance but before processing. This
window captures observations that are temporally proximate to
the conversational event while maintaining computational ef-
ficiency in MCP queries. The Digital Brain retrieves obser-
vations from available entities by invoking temporal window
queries on the MCP server over all entities E:

C(tu) =
⋃
ek∈E

QT (ek, tu − δ−, tu + δ+) (8)

These observations feed a generation function:

E2 : C(tu)→ {trtu
j | j = 1, . . . ,m} (9)

producing triples that encode quantitative measurements or
environmental conditions, where m ≥ 0 denotes the number of
triples generated from structured observations, varying accord-
ing to the availability and relevance of contextual data within
the temporal window. At this stage, the Digital Brain thus main-
tains two complementary triple sets, i.e. E1-derived linguistic
triples and E2-derived contextual triples, yielding a total of n+m
triples requiring subsequent refinement.

Triple refinement: Combining linguistic and structured
sources introduces redundancy and potential inconsistencies.
Users may describe the same event using different expressions,
such as stating “I went to the gym this morning” followed by
“I had a workout session today”, while sensor-derived informa-
tion may duplicate linguistically extracted triples, such as GPS
data confirming “I’m at the gym”. All this explicit duplication
that must be resolved before PKG integration.

The refinement function E3 addresses these issues by consol-
idating the combined triple sets from both extraction and gen-
eration stages. Let Traw = {tr

tu
1 , . . . , tr

tu
n+m} denote the union of

extracted and generated triples. The refinement function pro-
cesses this set alongside the contextual observations:

E3 : (Traw,C(tu))→ TR (10)

where TR = {trR
1 , . . . , tr

R
k } denotes the set of refined triples

with k ≤ n+m elements after deduplication and validation. Re-
dundant or semantically equivalent triples are merged, incon-
sistent or low-confidence relationships are removed, and am-
biguous cases are resolved by leveraging contextual observa-
tions C(tu). The resulting refined set preserves semantic co-
herence, eliminates duplication, and integrates linguistic and
sensor-derived information into a unified representation suit-
able for ontological alignment.

4.2. Ontological Framework

The refined triple set TR = {trR
1 , . . . , tr

R
k } may still contain

semantic inconsistencies or use terms that diverge from the on-
tology’s standardized vocabulary. These deviations can vio-
late domain constraints or introduce ambiguities that compro-
mise interoperability and the semantic integrity of the PKG.
For notational simplicity, each refined triple is written as trR

i =

(si, pi, oi), with the utterance timestamp omitted.
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To ensure semantic correctness, the Digital Brain applies an
ontology-based alignment mechanism that validates and stan-
dardizes each triple before PKG integration. The ontology is
defined as O = (K ,P, dom, ran), where K is the set of seman-
tic classes, P the set of standardized properties, and dom, ran
map each property to the valid subject and object classes. These
mappings enforce type constraints that each aligned triple must
satisfy.

To map extracted terms to their ontological counterparts, the
system uses embedding-based semantic similarity. Let L =
K ∪ P ∪ {si, pi, oi | trR

i ∈ TR} denote the set of labels con-
sidered during alignment. An embedding function ϕ : L → Rd

projects these labels into a d-dimensional vector space where
semantically related elements lie in close proximity.

For computational efficiency, embeddings for all classes and
properties are pre-computed: ep ∈ Rd for each property p ∈ P
and ec ∈ Rd for each class c ∈ K . The triple components
are instead encoded at runtime as vs = ϕ(si), vp = ϕ(pi), and
vo = ϕ(oi). Similarity is computed using cosine similarity:

sim(v, e) =
v · e

||v||2 · ||e||2
(11)

where v represents an extracted term embedding (e.g., vs, vp,
or vo) and e represents an ontological element embedding (e.g.,
ec or ep), with · denoting the dot product and || · ||2 the Euclidean
norm.

A potential limitation of embedding-based alignment con-
cerns vocabulary mismatch, where a user expression is semanti-
cally related to an ontology class or property but appears distant
in the embedding space due to slang, paraphrasing, or domain-
specific jargon. For instance, informal expressions such as
“working out” may not be lexically identical to the ontologi-
cal class “ExerciseActivity”, potentially reducing cosine simi-
larity despite conceptual equivalence. The proposed alignment
mechanism mitigates this risk through multiple robustness lay-
ers. First, the use of three parallel matching strategies reduces
dependence on any single triple component: even if one ele-
ment suffers from lexical distortion, the remaining components
can guide the alignment through ontological constraints. Sec-
ond, domain and range restrictions limit candidate classes and
properties to structurally compatible subsets, preventing spuri-
ous matches driven solely by vector proximity. Third, the ac-
ceptance threshold τ filters low-confidence alignments, ensur-
ing that poorly grounded mappings are excluded from the PKG
while remaining available in the digital replica for future recon-
sideration.

Finally, contextual enrichment introduced during the refine-
ment stage (Section 4.1) reduces lexical variability by consol-
idating semantically equivalent expressions before ontological
validation. Together, these mechanisms improve tolerance to
linguistic variability without requiring domain-specific embed-
ding retraining. The alignment process evaluates each triple
along three parallel matching strategies, each initiating from a
different component of the triple and propagating through onto-
logical constraints. Running all strategies in parallel increases
robustness: if one triple component is noisy or poorly extracted,
the remaining strategies can still recover a valid alignment.

We detail the predicate-first strategy; the others follow anal-
ogous procedures. The process begins by selecting the most
similar ontology property:

p∗1 = arg max
p∈P

sim(vp, ep) (12)

Domain and range constraints are then retrieved, where the
superscript (1) denotes quantities specific to the predicate-first
strategy:

K
(1)
dom = dom(p∗1), K (1)

ran = ran(p∗1) (13)

These constraints restrict the class search space for subject
and object alignment:

c∗s,1 = arg max
c∈K (1)

dom

sim(vs, ec), c∗o,1 = arg max
c∈K (1)

ran

sim(vo, ec) (14)

The predicate-first alignment score aggregates similarity
across all components:

α1 =
1
3

(
sim(vp, ep∗1 ) + sim(vs, ec∗s,1 ) + sim(vo, ec∗o,1 )

)
(15)

The subject-first strategy proceeds analogously by first iden-
tifying the subject class c∗s,2 = arg maxc∈K sim(vs, ec), then con-
straining property search to P(2)

subj = {p ∈ P : dom(p) = c∗s,2},
and finally aligning the object within ran(p∗2). Similarly, the
object-first strategy initiates from object alignment, constrains
properties by range, and concludes with subject matching. Both
strategies compute their respective scores α2 and α3 through av-
eraging component similarities.

The final alignment score selects the strongest path:

score(trR
i ) = max(α1, α2, α3) (16)

A triple is accepted if score(trR
i ) ≥ τ, where τ ∈ [0, 1] de-

termines valid alignments. Triple below the threshold are ex-
cluded from the PKG but retained in the HDT’s digital replica
to preserve a complete historical record while ensuring the se-
mantic consistency of the inferred knowledge.

Algorithm 1 summarizes the full alignment procedure, de-
tailing the three matching strategies and their computational
implementation. To improve clarity, we provide a step-by-step
explanation of the algorithm and its correspondence with Equa-
tions (12) to (16). Line 1 initializes the process by comput-
ing the embeddings of the triple components, i.e., vs = ϕ(si),
vp = ϕ(pi), and vo = ϕ(oi). These vectors are used through-
out the three matching strategies. Lines 2–7 implement the
predicate-first strategy. Line 3 corresponds to Equation (12), se-
lecting the ontology property p∗1 that maximizes cosine similar-
ity with the extracted predicate. Line 4 retrieves the domain and
range constraints of p∗1 as defined in Equation (13). Lines 5 and
6 perform constrained class matching for subject and object,
corresponding to Equation (14), restricting the search space to
K(1)

dom and K(1)
ran. Line 7 computes the aggregated alignment score

α1 as defined in Equation (15). Lines 8–14 describe the subject-
first strategy. Line 9 identifies the most similar subject class
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over the full ontology class set. Line 10 restricts the candidate
property set to those whose domain matches the selected sub-
ject class. Lines 11–13 perform predicate and object alignment
under these constraints, and Line 14 computes the correspond-
ing score α2 through average similarity aggregation. Lines 15–
21 implement the object-first strategy symmetrically. Line 16
identifies the best matching object class, Line 17 restricts can-
didate properties by range compatibility, Lines 18–20 complete
predicate and subject alignment, and Line 21 computes α3. Fi-
nally, Lines 22–24 select the maximum score among the three
strategies, as defined in Equation (16), and return the final align-
ment score for validation against the threshold τ.

Algorithm 1 Ontology-based Semantic Alignment
Require: Refined triple trR

i = (si, pi, oi), ontology O =

(K ,P, dom, ran), embedding function ϕ, threshold τ
Ensure: Alignment score score(trR

i )
1: Compute embeddings: vs ← ϕ(si), vp ← ϕ(pi), vo ← ϕ(oi)
2: Predicate-first Strategy
3: p∗1 ← arg maxp∈P sim(vp, ep)
4: K (1)

dom ← dom(p∗1), K (1)
ran ← ran(p∗1)

5: c∗s,1 ← arg maxc∈K (1)
dom

sim(vs, ec)
6: c∗o,1 ← arg maxc∈K (1)

ran
sim(vo, ec)

7: α1 ←
1
3

(
sim(vp, ep∗1

) + sim(vs, ec∗s,1
) + sim(vo, ec∗o,1

)
)

8: Subject-first Strategy
9: c∗s,2 ← arg maxc∈K sim(vs, ec)

10: P(2)
subj ← {p ∈ P : dom(p) = c∗s,2}

11: p∗2 ← arg maxp∈P(2)
subj

sim(vp, ep)

12: K (2)
ran ← ran(p∗2)

13: c∗o,2 ← arg maxc∈K (2)
ran

sim(vo, ec)

14: α2 ←
1
3

(
sim(vs, ec∗s,2

) + sim(vp, ep∗2
) + sim(vo, ec∗o,2

)
)

15: Object-first Strategy
16: c∗o,3 ← arg maxc∈K sim(vo, ec)
17: P(3)

obj ← {p ∈ P : ran(p) = c∗o,3}
18: p∗3 ← arg maxp∈P(3)

obj
sim(vp, ep)

19: K (3)
dom ← dom(p∗3)

20: c∗s,3 ← arg maxc∈K (3)
dom

sim(vs, ec)

21: α3 ←
1
3

(
sim(vo, ec∗o,3

) + sim(vp, ep∗3
) + sim(vs, ec∗s,3

)
)

22: Select best strategy
23: score(trR

i )← max(α1, α2, α3)
24: return score(trR

i )

4.3. PKG Construction

The validated triples produced by the ontological alignment
stage constitute atomic knowledge units that must be organized
into a coherent, navigable structure. Once a triple exceeds the
similarity threshold τ, it is integrated into the PKG GPKG, trans-
forming isolated semantic relationships into a unified graph rep-
resentation.

The PKG is structured into two complementary layers. The
knowledge layer contains entities and their semantic relation-
ships, forming the core graph content where validated triples
materialize as typed nodes and edges. The navigation layer pro-
vides a topic-based hierarchy that organizes these relationships
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Friend

Family
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Figure 4: Hierarchical Topic Organization in PKG

into a logical structure, enabling efficient traversal and contex-
tual filtering. Topics serve purely as organizational metadata
and do not represent knowledge themselves; this separation al-
lows multiple navigation perspectives over the same underlying
semantic graph without altering its meaning.

To implement this hierarchical navigation, we adopt a Sim-
ple Knowledge Organization System (SKOS) structure, a W3C
standard for representing knowledge organization structures.
SKOS provides a formal vocabulary for expressing hierarchi-
cal relationships between concepts through “skos:broader” and
“skos:narrower” properties, enabling the construction of tax-
onomies that span multiple levels of abstraction. Within our
framework, we employ a two-level taxonomy. The first level in-
cludes broader topics Tb, representing high-level domains such
as Health, Finance, Social, Interests, and Activities. The second
level consists of narrower topics Tn, representing subcategories
within each broader domain, such as Vital Signs under Health,
Expenses under Finance, or Walking under Activities. Broader
topics provide coarse organization, while narrower topics en-
able fine-grained filtering that improves query efficiency during
graph updates and traversal.

Each validated triple trR
i is classified into a unique topic pair

(Tb,Tn) with Tb ∈ Tb and Tn ∈ Tn. Figure 4 illustrates the
hierarchical structure showing how broader categories branch
into narrower topics relevant to different aspects of the user’s
profile.

Let Ctopic : TR → Tb × Tn denote the topic classification
function that maps each refined triple to a broader-narrower
topic pair. The function uses embedding-based semantic sim-
ilarity between triple components and topic labels to deter-
mine the best-fitting broader and narrower categories. Given
a refined triple. Given a refined triple trR

i with its ontologi-
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cal types (c∗s, c
∗
p, c
∗
o), classification considers the semantic con-

tent expressed by the triple to find the most appropriate topic
pair. The process employs semantic matching to identify exist-
ing topics that closely correspond to the triple’s content, while
introducing new topic pairs when semantic distance from all
existing categories exceeds a coherence threshold.

The PKG construction follows a dynamic approach that bal-
ances topic reuse with taxonomy evolution. When processing
a new triple with classified topics (Tb,Tn), the system reuses
existing topics when semantic matches are found, creating new
ones only when necessary. This limits unnecessary fragmenta-
tion while supporting expansion into new knowledge domains.

Formally, the PKG is represented as a labeled property graph
GPKG = (V, E, L, P) where V is the set of entity nodes, E the set
of directed edges representing semantic relationships, L the la-
beling function assigning ontological types to nodes and edges,
and P the property function storing metadata, including topic
annotations and temporal information, with graph elements.
The PKG materializes validated triples as a property graph cen-
tered on the user, where entities become nodes labeled with
their ontological types determined during the semantic align-
ment phase. A validated triple trR

i = (si, pi, oi) with ontolog-
ical types (c∗s, c

∗
p, c
∗
o) produces two entity nodes and one typed

relationship: the subject creates a node of type c∗s, the object
creates a node of type c∗o, and the predicate forms a typed di-
rected edge connecting these nodes. The topic classification
(Tb,Tn) is stored as edge metadata rather than as additional
nodes, preserving structural simplicity while enabling efficient
topic-based navigation. Queries can thus retrieve subgraphs
by selecting edges matching specific topic criteria, generating
domain-specific views over the knowledge structure without
duplicating nodes or altering the underlying topology.

5. Simulation Setup

5.1. Language Models and Semantic Infrastructure

The PKG creation pipeline described in Section 4 comprises
sequential stages that progressively transform conversational
content into structured knowledge. The extraction function E1
produces candidate triples from natural language; the contex-
tualization function E2 enriches them with structured observa-
tions retrieved via the MCP; and the refinement function E3
consolidates redundancies and resolves semantic ambiguities.
Following triple acquisition, ontological alignment validates
each relationship against formal semantic constraints, and topic
classification assigns validated triples to the hierarchical navi-
gation framework. All these stages depend on language model
capabilities instantiated through the configurations evaluated in
Section 6.

We employed Groq as the inference provider for all lan-
guage model operations to enable high-throughput token gen-
eration and support the efficient execution of the knowledge
construction pipeline. The evaluated architectures span mul-
tiple parameter scales and design paradigms. Specifically, gpt-
oss-120b and gpt-oss-20b as representative dense architectures

offering different computational footprints, llama-4-maverick-
17b-128e-instruct as a mid-range efficient configuration bal-
ancing inference speed with semantic understanding, kimi-k2-
instruct-0905 implementing mixture-of-experts topology with
32B active parameters to optimize computational allocation
across specialized sub-networks, and qwen3-32b as a compet-
itive 30B-class model demonstrating strong reasoning capabil-
ities within moderate resource constraints. These models ex-
hibit distinct trade-offs between inference cost and semantic
reasoning ability. Smaller models provide faster execution at
the potential cost of extraction precision, whereas larger mod-
els deliver richer semantic interpretation with higher compute
requirements. In addition to model size, the operational cost
of the pipeline also depends on the depth of contextual re-
trieval, since wider temporal windows may increase the amount
of information processed by the triple acquisition stages. For
this reason, in Section 6 we complement the accuracy evalu-
ation with a token-consumption analysis across representative
δ configurations, using token consumption as a stable proxy
for practical inference cost. The δ context depth parameter di-
rectly controls the amount of contextual information retrieved
around each utterance and therefore influences the token bud-
get of the triple acquisition stages. The system supports two
configurations, namely δ-mode 0 and δ-mode 1. The former
represents a more economical setting, relying on a limited con-
textual window, while the latter leverages a broader context to
achieve higher semantic accuracy at the expense of increased
token consumption. We evaluate each model across the core
pipeline components: semantic extraction E1, multimodal con-
textualization E2, triple refinement E3, and the topic classifica-
tion Ctopic.

For the ontological alignment stage, we rely on the
Schema.org semantic framework (version 29.3, released
September 2025), which includes over 800 classes and 1,450
properties. Domain and range constraints enforce type consis-
tency: each property p ∈ P specifies valid subject types via
dom(p) and valid object types via ran(p), supporting the three-
path alignment mechanism described in Algorithm 1. Align-
ment uses embedding-based similarity between extracted terms
and the Schema.org vocabulary. Embeddings are generated via
Cohere’s embed-multilingual-v3.01, implementing ϕ : L →
R1024, which projects textual labels into a 1024-dimensional se-
mantic vector space. Prior to processing conversations, embed-
dings for all ontological elements are pre-computed, producing
reference vectors ep ∈ R1024 for each property and ec ∈ R1024

for each class. Triple components are embedded at runtime and
compared via cosine similarity to identify semantically equiva-
lent ontological representations.

The knowledge organization stage leverages DBpedia2 to
support topic label resolution and hierarchical validation within
the SKOS taxonomy. During topic classification, the language
model performs entity linking to DBpedia resources corre-
sponding to each validated triple (s, p, o). SPARQL queries
over Wikipedia category hierarchies retrieve semantic neigh-

1https://cohere.com
2https://www.dbpedia.org
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borhoods used to assign broader topics Tb ∈ Tb from upper-
level categories, and narrower topics Tn ∈ Tn via more specific
category memberships. SKOS relationships embedded in DB-
pedia’s category system ensure consistency between broader
and narrower topic pairs.

5.2. Pipeline Parameters

The pipeline relies on a set of operational parameters that
configure each processing stage. The contextual retrieval win-
dow is defined as δ− = 10 minutes before the utterance and
δ+ = 10 minutes after it, capturing temporally proximate ob-
servations while keeping MCP queries efficient. All language
model operations, i.e. extraction, contextualization, refine-
ment, and topic classification, use a temperature parameter of
T = 0.3 and a maximum generation length of 2048 tokens,
balancing determinism, semantic flexibility, and computational
cost. The ontological alignment employs a similarity threshold
of τ = 0.70, representing the minimum score required for triple
validation.

6. Results

The experimental evaluation examines the PKG creation
pipeline across multiple dimensions, assessing the effectiveness
of different language model configurations for triple acquisi-
tion, the contribution of the ontological alignment to semantic
quality, and the overall coherence of the constructed knowledge
graphs. The experiments combine conversational data from
public extraction benchmarks with synthetic multimodal sce-
narios designed to test the end-to-end pipeline under controlled
conditions. The following subsections present comparative per-
formance analyses and ablation studies quantifying the impact
of each pipeline component.

6.1. Language Model Performance in Triple Acquisition

The three-stage triple acquisition process depends strongly
on language model capabilities, with each stage introducing
different semantic and computational demands. We evaluated
five models of varying size and architecture across extraction
(E1), contextualization (E2), and refinement (E3) to determine
optimal configurations for each stage. The evaluation encom-
passes gpt-oss-120b and gpt-oss-20b as representative dense
architectures, llama-4-maverick-17b-128e-instruct as a mid-
range efficient configuration, kimi-k2-instruct-0905 implement-
ing mixture-of-experts topology with 32B active parameters,
and qwen3-32b as a competitive 30B-class model. All mod-
els support structured JSON output, ensuring consistent triple
formatting without post-processing.

For the extraction stage E1, we used the manually anno-
tated benchmark from Tiny But Mighty [51] dataset. It dis-
tinguishes between simple sentences requiring straightforward
subject-predicate-object parsing and complex sentences ex-
hibiting nested clauses, coordination structures, or implicit se-
mantic relationships that demand deeper linguistic reasoning.
The dataset contains 2,276 triples from simple sentences and
719 from syntactically complex ones. We sampled 20% from

Table 3: Extraction Performance (E1) on Simple Sentences (455 test triples).
Thresholds: Cosine τc = 0.7, Jaccard τ j = 0.5, Fuzzy τ f = 0.6. Avg: Average
Similarity.

Model Cosine Jaccard Fuzzy
F1 Avg F1 Avg F1 Avg

llama-4-maverick-17b .81 .74 .22 .48 .71 .65
gpt-oss-20b .62 .71 .15 .38 .58 .63
kimi-k2-instruct (32B) .78 .73 .19 .44 .68 .66
qwen3-32b .76 .72 .18 .43 .66 .64
gpt-oss-120b .85 .77 .26 .50 .75 .68

Table 4: Extraction Performance (E1) on Complex Sentences (144 test triples).
Thresholds: Cosine τc = 0.7, Jaccard τ j = 0.5, Fuzzy τ f = 0.6. Avg: Average
Similarity.

Model Cosine Jaccard Fuzzy
F1 Avg F1 Avg F1 Avg

llama-4-maverick-17b .79 .72 .12 .41 .65 .58
gpt-oss-20b .52 .60 .09 .32 .63 .62
kimi-k2-instruct (32B) .77 .71 .16 .42 .67 .70
qwen3-32b .75 .70 .15 .40 .63 .62
gpt-oss-120b .81 .77 .28 .45 .79 .67

each category, yielding 455 simple and 144 complex cases.
This ensures coverage of both straightforward structures and
utterances involving nested clauses, implicit relations, or coor-
dination phenomena.

Each model generated candidate triples that were evaluated
against ground truth using exact matching and embedding-
based similarity measures. The evaluation captures both struc-
tural accuracy through exact matching criteria and semantic
similarity through embedding-based measures, providing com-
plementary perspectives on extraction quality. We report per-
formance separately for simple and complex sentences to cap-
ture sensitivity to syntactic difficulty and identify architectural
patterns that influence robustness.

Table 3 reports the results for simple sentences, which mainly
require direct subject–predicate–object identification. The re-
sults reveal how models of different scales handle straightfor-
ward triple extraction tasks that constitute the majority of con-
versational content.

The complex sentence evaluation in Table 4 evaluates model
performance on syntactically challenging utterances where se-
mantic relationships may be implied through context or ex-
pressed through non-standard grammatical constructions.

The results show a clear correlation between model scale
and extraction quality. gpt-oss-120b achieves the highest F1
score on both simple (0.85) and complex (0.81) inputs under
cosine similarity, but llama-4-maverick-17b-128e-instruct re-
mains competitive with only a modest reduction (4–5%) despite
requiring substantially fewer parameters. Mid-range models
(kimi-k2-instruct and qwen3-32b) achieve similar performance
on simple sentences (F1: 0.75 and 0.78 respectively), while gpt-
oss-20b performs markedly worse, especially on complex struc-
tures (F1: 0.52). Performance degradation from simple to com-
plex inputs is limited for larger models (e.g., 2 points for llama-
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4-maverick-17b-128e-instruct) but substantial for smaller ones
(10 points for gpt-oss-20b). Cosine similarity systematically
outperforms Jaccard by 50-60 points across all models, con-
firming that semantic level evaluation is more appropriate than
lexical overlap for conversational data. Given these results,
we adopt llama-4-maverick-17b-128e-instruct for the extrac-
tion stage E1, as its accuracy–latency trade-off provides the best
balance for real-time operation.

6.2. End-to-End Pipeline Evaluation
While extraction performance determines the quality of ini-

tial candidates, the pipeline’s effectiveness emerges from in-
teractions among contextualization (E2), refinement (E3), and
ontological alignment. Evaluating these components individu-
ally risks obscuring dependencies: contextualization provides
temporal grounding that refinement must preserve, while on-
tological alignment removes noise introduced upstream. To as-
sess the pipeline holistically, we apply an ablation methodology
that measures how disabling specific components affects down-
stream reasoning. Rather than annotating intermediate outputs,
we evaluate PKG utility through its ability to support inferen-
tial queries about user behavior, activities, and cross-modal re-
lationships, reflecting the PKG’s operational role in HDT archi-
tectures.

Synthetic evaluation data were generated for four persona
types, each producing three days of multimodal observations in-
cluding conversational utterances, calendar events, GPS traces,
and physiological signals. Temporal patterns follow distribu-
tions from the American Time Use Survey [52], with sleep av-
eraging 8 hours, work 6–8 hours, free time 3–4 hours, and per-
sonal care around 2 hours daily. Daily routines adhere to com-
mon constraints (morning activities 6–8am, work 9am–6pm,
evening activities after 6pm). Personas differ in activity profiles
to stress-test the pipeline across diverse reasoning scenarios.

From these data we construct 48 evaluation queries spanning
five categories aligned with knowledge graph quality dimen-
sions [53]: temporal grounding, cross-modal reasoning, dedu-
plication, hallucination resistance, and completeness. Follow-
ing [54], we adopt an extrinsic evaluation approach that mea-
sures how well the PKG supports downstream inference. Tem-
poral queries assess ordering and alignment across sources;
cross-modal queries test integration of linguistic and sensor ev-
idence; deduplication queries measure consolidation of redun-
dant facts; hallucination queries test resistance to non-existent
events; completeness queries verify coverage. Each ablation
configuration selectively disables pipeline components to quan-
tify their contribution to reasoning accuracy.

Ground truth was labeled independently by three expert an-
notators with backgrounds in knowledge representation and
human-computer interaction. Queries use formats enabling au-
tomatic scoring. Binary queries require yes/no answers for ver-
ifying event occurrence or temporal relationships. Exact match
queries demand precise responses such as timestamps, counts,
or entity names that can be evaluated through string compari-
son. Multiple choice queries present four options with a single
correct answer, eliminating ambiguity in semantic interpreta-
tion. The evaluation measures PKG utility through query an-

swering rather than structural graph metrics. For each con-
figuration, the pipeline constructs a PKG from the multimodal
data following Section 4. The resulting graph is serialized as a
table where each row encodes a validated triple (s, p, o) with
timestamp tu and topic pair (Tb,Tn), preserving the labelled
property graph structure GPKG = (V, E, L, P). Query answer-
ing uses gpt-oss-120b, which receives both the serialized PKG
and the query. The model outputs strictly formatted responses
(binary, exact string, or multiple choice), enabling direct com-
parison with ground truth. Accuracy is computed as the propor-
tion of exact matches; false positive rate captures the likelihood
of affirming non-existent events. We evaluated each configura-
tion’s capacity to support inferential reasoning about accumu-
lated user knowledge, reflecting the PKG’s operational purpose
within HDT architectures where downstream reasoning accu-
racy determines system value more directly than intermediate
structural properties.

The full configuration achieves 85% accuracy, serving as
the baseline. Removing contextualization produces the largest
drop: No-E2 falls to 52%, with severe losses in temporal
grounding (30%) and cross-modal reasoning (45%), demon-
strating that multimodal context integration constitutes an es-
sential rather than incremental enhancement. Without access to
sensor and application data around the utterance, the PKG can-
not situate linguistic content in its physical or digital context.
The E1-only configuration confirms this dependency, achieving
just 35%, while E1 + E2 improves to 72%, indicating that con-
textualization provides most of the performance gain beyond
extraction.

Refinement has a subtler effect. Disabling E3 increases the
triple count by 38% (620 versus 450) and maintains good tem-
poral and cross-modal accuracy (88% and 82% respectively),
but sharply reduces deduplication performance (45%). This
pattern reveals that refinement’s primary contribution lies in
consolidating redundant information rather than improving ex-
traction accuracy directly. Additionally, the false positive rate
doubles (12%), which indicates that refinement mainly con-
tributes by consolidating redundant or inconsistent triples. Ex-
cess triples do not immediately corrupt reasoning but introduce
noise that reduces answer coherence when multiple sources
must be reconciled.

Ontological alignment primarily improves precision rather
than recall. Without it (labelled as No-Onto), the system ac-
cepts 29% more triples (580 versus 450) but drops to 68%
accuracy with the highest false positive rate (18%). Hallu-
cination resistance decreases substantially (70% compared to
95%), showing that many unvalidated triples correspond to
spurious or weakly grounded relationships. The ontology-free
PKG is larger but less reliable, reflecting the fundamental need
for semantic constraints to filter extraction artifacts, produc-
ing a knowledge base that is quantitatively larger but qualita-
tively weaker for supporting inferential reasoning. This trade-
off highlights that large amounts of extracted information do
not guarantee better reasoning unless validated against formal
ontological structures.

While Groq enables high-throughput inference, throughput
alone does not capture the practical deployment cost of the
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Table 5: Query Answering Performance Across Pipeline Configurations (48 queries, 6 configurations). Category Performance represents accuracy on query subsets:
T=Temporal grounding, C=Cross-modal reasoning, D=Deduplication, H=Hallucination resistance (higher = fewer false affirmations), F=Completeness. FPR: false
positive rate across all queries.

Config Accuracy FPR Triples Category Performance (%)
T C D H F

Full 85% 5% 450 90 85 80 95 82
E1+E2 72% 12% 580 85 78 45 82 75
No-E2 52% 8% 180 30 45 75 92 55
No-E3 78% 12% 620 88 82 45 85 78
No-Onto 68% 18% 580 85 75 60 70 72
E1-only 35% 25% 120 25 20 30 60 28

pipeline. To isolate the effect of the context-depth parameter,
we conducted an additional experiment on a reduced conversa-
tional dataset consisting of approximately 1,500 dialogue turns,
corresponding to roughly 60 minutes of conversation. This ex-
periment is intended to evaluate the operational impact of the
context depth parameter. We compare two representative oper-
ating points of the pipeline, denoted as δ-mode 0 and δ-mode 1.
Table 6 reports the resulting reasoning quality together with the
total token consumption of the pipeline.

Table 6: Impact of the context depth parameter δ on reasoning quality and token
consumption.

Config Accuracy FPR Completeness Tokens
δ-mode 0 66.25% 17.50% 80.00% 8,550
δ-mode 1 73.13% 15.00% 86.67% 25,076

The results show that increasing the context window raises
the total token budget from 8,550 to 25,076 tokens. This in-
crease is accompanied by a clear improvement in reasoning
quality, with Accuracy increasing from 66.25% to 73.13% and
Completeness improving from 80.00% to 86.67%, while the
False Positive Rate decreases from 17.50% to 15.00%, indicat-
ing a lower number of false affirmations in the extracted knowl-
edge.

Importantly, the number of extracted triples remains nearly
unchanged across the two configurations, indicating that the
wider context primarily improves the semantic quality and com-
pleteness of the extracted knowledge rather than increasing the
size of the resulting graph.

Even in the configuration with the largest context window,
the total token consumption remains well below the maxi-
mum context window of the adopted model (512,000 tokens for
llama-4-maverick-17b-128e-instruct), demonstrating that the
proposed pipeline operates comfortably within the model’s op-
erational limits.

Therefore, δ acts as a tunable cost-accuracy parameter.
Smaller context windows provide a more economical configu-
ration with lower token usage, whereas wider context windows
enable more accurate semantic extraction. In practical deploy-
ments, this trade-off could translate into different service tiers,
ranging from cost-efficient configurations to higher-accuracy
settings with richer context reasoning.

6.3. Threshold Sensitivity Analysis
The ontological alignment threshold τ controls valida-

tion strictness and therefore directly influences PKG qual-
ity. To assess robustness, we evaluate performance for τ ∈
{0.50, 0.60, 0.70, 0.80, 0.90}.

Figure 5 shows that the Full configuration achieves its best
accuracy at τ = 0.70 (85%), with degradation at both extremes.
Permissive thresholds (τ ≤ 0.60) admit noisy triples that in-
troduce spurious relationships, reducing accuracy to 72-82%.
Conversely, strict thresholds (τ ≥ 0.80) reject valid relation-
ships and produce sparse PKGs that lack sufficient information
for reasoning, yielding 70% accuracy at τ = 0.90 despite lower
false positives. As expected, No-Onto remains constant at 68%
since the threshold has no effect without ontological validation.

A threshold-driven crossover emerges between No-E3 and
No-Onto, illustrating the quality-coverage trade-off in knowl-
edge validation. At τ = 0.70, No-E3 outperforms No-Onto
(78% vs. 68%), showing that ontological validation compen-
sates for the absence of refinement by filtering inconsistent
triples. At τ = 0.90, the trend reverses (No-E3: 62%, No-Onto:
68%), because strict thresholds over-filter unrefined triples,
whose lexical variability leads to weaker matches. The Full
configuration avoids this crossover because refinement stan-
dardizes terminology prior to validation.

Threshold sensitivity varies across configurations employ-
ing ontological validation. No-E2 shows limited accuracy (47-
52%) due to the smaller triple set produced without contextu-
alization, reducing the effect of threshold-based filtering. The
E1-only baseline exhibits the strongest sensitivity, as its mini-
mal input amplifies the impact of acceptance and rejection de-
cisions. The selected threshold τ = 0.70 provides robust valida-
tion without requiring precise calibration, exhibiting stable per-
formance within a ±0.10 range that accommodates embedding
model variations or ontological vocabulary differences across
different Schema.org versions or alternative semantic frame-
works.

7. Deployment and Real-World Considerations

In addition, deployment considerations influence system be-
havior in realistic environments. The Digital Brain operates pri-
marily as an asynchronous background service, allowing mod-
erate processing delays for PKG construction without degrad-
ing user interaction quality. This design choice reduces strict

14



Ontology	Alignment	Threshold	(=)
0.5 0.6 0.7 0.8 0.9

O
ve
ra
ll	
A
cc
ur
ac
y	
(%
)

20

30

40

50

60

70

80

90

Threshold	Sensitivity	Analysis

Full
No-E3
No-Onto
No-E2
E1-only

Figure 5: Threshold sensitivity analysis across pipeline configurations.

latency constraints and permits flexible cloud-based deploy-
ment, while edge-based execution and computation offloading
remain possible extensions for privacy-sensitive or resource-
constrained scenarios. In this context, the deployment and or-
chestration of resource-intensive components remain an impor-
tant aspect for future system implementations. Mechanisms
such as computation offloading and edge–cloud coordination
have been widely studied to optimize the execution of delay-
sensitive or resource-demanding applications in distributed en-
vironments. While the proposed architecture does not require
ultra-low latency processing for the majority of its knowl-
edge construction tasks, such mechanisms may become rele-
vant when HDT services are deployed across heterogeneous in-
frastructures or when knowledge representations are reused by
latency-sensitive services, such as conversational agents relying
on the PKG. Recent works on mobile computation offloading
and collaborative task execution [55] as well as dynamic HDT
placement strategies at the network edge [56] provide promis-
ing directions for optimizing the deployment of knowledge-
driven HDT services. These approaches could complement
the proposed architecture by enabling adaptive placement of
computational components across cloud–edge infrastructures
while balancing reasoning accuracy, resource availability, and
response latency.

An additional architectural consideration concerns the de-
ployment strategy of the Digital Brain service, which performs
LLM inference and ontology alignment. Unlike delay-sensitive
conversational agents requiring sub-second reaction times, our
HDT pipeline is designed as a proactive and predominantly
asynchronous process. The construction and validation of the
PKG occur in the background and can tolerate moderate pro-
cessing delays without degrading user experience. Latency-
sensitive interactions are confined to direct conversational ex-
changes, whose response times are comparable to standard
LLM-based assistants.

Future research may also explore extensions toward multi-
user scenarios by enabling interactions or knowledge aggrega-

tion across multiple HDTs. For example, clusters of users with
similar behaviors or contexts could be analyzed through the
comparison or partial integration of their PKGs, enabling the
extraction of collective insights while preserving personalized
user models.

8. Conclusions and Limitations

This paper presented a pipeline for constructing Personal
Knowledge Graphs within a Human Digital Twin architecture
by integrating conversational extraction, multimodal contextu-
alization, and ontology-driven validation. The approach op-
erationalizes the Digital Brain as a coordinating service that
transforms heterogeneous inputs, i.e. linguistic interactions,
physiological measurements, calendar events, and sensor ob-
servations, into semantically grounded representations suitable
for proactive reasoning. The proposed approach therefore rep-
resents a step toward more advanced Human Digital Twins.
By enabling the transformation of heterogeneous user obser-
vations into structured knowledge, the proposed framework al-
lows HDTs to move beyond monitoring and prediction toward
supporting optimization and proactive responses.

Ablation results across 48 queries show that multimodal con-
textualization is essential rather than incremental: removing it
reduces accuracy from 85% to 52%. The comparison between
ontology-guided and ontology-free PKG construction further
indicates that semantic validation is critical for reliability, re-
ducing the false positive rate from 18% to 5%. These findings
demonstrate that ontological grounding is a structural require-
ment for conversational knowledge extraction, enabling the sys-
tem to filter spurious relationships that would otherwise com-
promise downstream inference. By combining symbolic valida-
tion with generative extraction, the proposed framework moves
HDT architectures beyond passive monitoring toward proac-
tive, knowledge-driven models capable of coherent reasoning
over accumulated user information.

Several limitations point to future directions. The evaluation
relies on synthetic scenarios rather than longitudinal interac-
tions with real users, where linguistic variability and contex-
tual ambiguity would provide a stronger test of generalization.
The lack of external baselines reflects the absence of compa-
rable end-to-end systems integrating multimodal contextualiza-
tion with semantic validation, but future work should bench-
mark against emerging architectures as the field evolves. Fi-
nally, the use of a single embedding model for both triple align-
ment and query evaluation may introduce representational bias;
independent embedding spaces or human-annotated validation
protocols could strengthen the robustness of semantic assess-
ments.
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