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Abstract. Person re-identification (Re-Id) is a computer vision task
useful to security-related applications of video surveillance systems. Re-
cently it has been shown that Re-Id systems, currently based on deep
neural networks, are vulnerable to adversarial attacks, some of which
are based on manipulating the query image to prevent other images of
the same individual from being retrieved. Whereas some ad hoc defence
strategies have been proposed so far against different implementations
of this kind of attack, we argue that the human-in-the-loop (HITL) ap-
proach, originally proposed for retrieval systems (including Re-Id) to im-
prove retrieval accuracy under normal operational conditions, can also
act as an effective and general defence strategy, with the notable advan-
tage that it does not degrade accuracy in the absence of attacks, contrary
to ad hoc defences. We provide empirical evidence of this fact on several
benchmark data sets and state-of-the-art Re-Id models, using a simple
HITL implementation based on relevance feedback algorithms.

Keywords: Person Re-Identification · Adversarial Attack · Defence Strat-
egy · Human-in-the-loop.

1 Introduction

Person re-identification (Re-Id) consists of recognising images of a person of in-
terest across different and non-overlapping cameras. This is a challenging task
due to, e.g., pose variations, low camera resolution, occlusions, and different
camera views. Re-Id systems devised for offline investigations (e.g., for law en-
forcement agencies) are typically made up of the following functional modules: a
pedestrian detector processes recorded videos to extract bounding boxes (BBs)
of all pedestrians; the extracted BBs are stored in a database, called gallery set;
during operation, the user/operator can select the image (BB) of a person of
interest (query) from a video, and the task of the Re-Id system is to retrieve all
the images of the query identity from the gallery; to this aim, a feature extractor
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(e.g., a Deep Neural Network, DNN) is run on both the gallery images and the
query, a matching process is carried out, and a ranked list of gallery images is re-
turned, ordered by the decreasing similarity to the query. This can considerably
reduce the search effort required to the user. State-of-the-art Re-Id methods
based on DNN models achieved remarkable performance on benchmark data
sets, especially in a fully-supervised scenario. Recently, several authors started
investigating whether existing Re-Id methods are vulnerable to adversarial at-
tacks (e.g., [22]), that have already been shown to be a serious threat for deep
learning-based systems in different computer vision tasks, as well as in other
application domains (e.g., natural language processing) [3, 5].

In terms of the adversary’s model [3], in the context of Re-Id systems, the
goal of an attacker is to prevent the retrieval of the gallery images of a specific
query identity (targeted attack) or of any query identity (indiscriminate or un-
targeted attack), by pushing them to the bottom ranks; in the latter case, the
Re-Id system becomes ineffective, and thus unusable. Specific attacks devised so
far in the literature to achieve these goals can be categorised as physical [23,
24] and digital [27, 11, 1, 14, 4, 18, 19, 6, 26, 22, 9]. The former are generally im-
plemented assuming the adversary’s capability of placing in the scenes acquired
by the cameras objects exhibiting a precise texture or template, e.g., wearing a
t-shirt with a specific “patch”, which may allow to evade a pedestrian detector,
or to prevent a person wearing it from appearing in the top ranks, when chosen
as a query [24]. Digital attacks assume instead that the adversary has access
to the Re-Id system, e.g., to manipulate the query image selected by the user,
by keeping the changes imperceptible to human eyes; to this aim, several im-
age manipulation strategies have been proposed, such as universal perturbation
(e.g., [9]) or changing the image colours (e.g., [27]). Both physical and digital
attacks require the adversary some knowledge of the underlying Re-Id system,
for instance, the model (e.g., architecture) of the pedestrian detector or the DNN
used for feature extraction. Defence strategies proposed so far were developed
ad hoc for specific attacks [27, 11, 1, 14, 4]. Moreover, analogously to defences
developed in the adversarial machine learning literature for other tasks, they
worsen the system’s performance in the absence of attacks. Therefore, a trade-
off between the security of a Re-Id system and its performance in the absence of
attacks is required.

In this work, we focus on the human-in-the-loop (HITL) approach, which
had been originally adopted in several applications of machine learning, such as
robotics, automatic engineering, as well as Re-Id [20, 21, 13], for improving the
effectiveness of a system by exploiting human (user) feedback, especially in the
case of large-scale video surveillance system [20]. In particular, in Re-Id systems
HITL methods exploit the inherent interaction with a skilled law enforcement
operator, who is already in the loop, since it is involved in the retrieval process,
by asking for feedback on the top-ranked gallery images retrieved in response
to a given query; appropriate algorithms then use the feedback to update the
ranked list, by pushing gallery images of the query individual (if any) toward the
top ranks. In particular, in retrieval tasks (of which Re-Id is a particular case),
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HITL aims at reducing the semantic gap between the concept expressed by the
user with the query image and the low-level image representation computed by
the machine [12, 25, 10, 7].

We argue that the HITL approach can also act as a generic (not ad hoc)
defence strategy against adversarial attacks to Re-Id systems based on manipu-
lating the query image. The rationale is that, under the perspective of semantic
gap reduction, HITL could also allow reducing the additional gap introduced by
an adversarial attack (see Sect. 3). Under the viewpoint of an adversarial defence,
HITL also exhibits two very interesting features: (i) some HITL implementations
do not require any re-training or fine-tuning step of the underlying Re-Id model,
and can therefore be easily embedded into any Re-Id system; (ii) contrary to ad
hoc defence strategies developed in the adversarial machine learning field (e.g.
adversarial re-training), including the Re-Id task, it does not worsen the system’s
performance under normal conditions (i.e., in absence of attacks), as its original
goal is to improve performances under such conditions. We also point out that
a similar HITL approach to adversarial defence as the one we focus on in this
work can be applied to any image retrieval system beside Re-Id.

The remainder of this work is as follows. We review related work in Sect. 2,
and then we describe the proposed HITL-based defence strategy in Sect. 3. In
Sect. 4, we describe the experimental setup, and we report and discuss the results.
Finally, in Sect. 5 we draw conclusions and discuss some directions for future
works.

2 Related Work

In this section, we provide an overview of Re-Id, and on existing adversarial
attacks to Re-Id systems.
Person Re-Identification. Many different Re-Id methods have been proposed
so far in the literature. Early ones were based on manually defined features
and image similarity measures, and on metric learning [2], whereas state-of-the-
art ones are mostly based on ad hoc DNN models. Different approaches have
also been proposed to address the main issues of the Re-Id task (such as pose
variations), as well as different application scenarios, e.g., supervised and unsu-
pervised domain adaptation [28]. As an example, we summarise here the state-
of-the-art Re-Id methods that we used in the experiments reported in Sect. 4 [15,
32, 31, 8, 33]. Most of them use Generative Adversarial Networks (GANs) [32, 31,
8, 33], intending to address two main issues, i.e., the domain gap between source
and target data [32, 8] and the lack of data [31, 33]. For instance, in [8], an image-
image translation method is used to generate images with target domain style
while preserving identity information; a local max pooling operation is also used
to improve the feature representation and reduce the influence of noisy trans-
lated images. In [31], a GAN is used for augmenting training data and a label
smoothing regularisation technique is developed to label generated (unlabelled)
data. The embedded GAN improves the model’s generalisation capability.
Adversarial Person Re-Identification. As mentioned in Sect. 1, attacks
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against Re-Id systems developed so far in the literature can be categorised into
physical and digital attacks. In this work we focus on the latter [27, 11, 1, 14, 4, 18,
19, 6, 26, 22, 9], because they are simpler to reproduce. We leave the evaluation
of HITL against physical attacks to future work.

Some authors proposed both a specific attack and a corresponding defence
strategy [27, 11, 1, 14, 4], while other proposed only an attack [18, 19, 6, 26, 22, 9].
The most common attack approaches aim at generating a universal adversarial
perturbation (UAP) [19, 6, 26, 9, 11, 27], which consists of suitably modifying the
image pixels (usually the query), such that the manipulation is imperceptible
to human eyes. Some authors evaluated the attack transferability by using a
different data set for testing [26, 9], whereas others focused on a specific scene [6,
4, 1, 19]. Recently, some methods based on GANs have been proposed [18, 22,
14], with the aim of generating realistic adversarial images.

Among the proposed defence strategies [14, 11, 27, 1, 4], the most common is
adversarial training, which consists of including in training data either simulated
attack samples [1, 4, 14] or other information, e.g., greyscale or sketch images [11].

3 The HITL approach as an adversarial defence

We focus on adversarial attacks to Re-Id systems based on manipulating the
query image to push gallery images of the same identity toward the bottom
ranks, whose goal is to prevent the user from retrieving images of the person of
interest. To this aim, the manipulation should reduce the similarity values that
are computed during the matching phase between the query and gallery images
of the same identity. Different attack strategies have been proposed to achieve
such a goal, as well as some ad hoc defence strategies (see Sect. 2).
Motivations. In this context, we argue that the HITL strategy, originally pro-
posed for a different purpose, can also be effective as a defence strategy against
this kind of attack. In image retrieval systems, the HITL approach is usually
implemented by asking the user for feedback on the relevance to the query of
some of the top-ranked retrieved images; the ranked list is then updated based on
the acquired feedback, with the aim of pushing relevant images toward the top
ranks. This process can be repeated for several iterations (feedback rounds) [17].
In Re-Id systems, the feedback typically consists of selecting one or more true
(if any) or wrong matches, i.e., gallery images that do or do not correspond to
the query identity [20, 21, 13, 7]. In a retrieval task, the rationale of the HITL
approach based on user feedback is to reduce the semantic gap between the
concept expressed by the user through the query image (in a Re-Id system, the
identity of the corresponding individual) and the low-level image representa-
tion computed by the machine [12, 25, 10, 7]. Under this perspective, the kind of
adversarial attack on Re-Id systems described above can be seen as purposely
introducing an additional semantic gap aimed at reducing the low-level image
similarity computed by the system between the query and the corresponding
gallery images. Accordingly, the same HITL approach used in Re-Id systems
under normal operational conditions may also be beneficial to counteract the ef-
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fect of the considered adversarial attack, at least by mitigating the corresponding
additional semantic gap.

We point out that, in contrast to ad hoc defences proposed in previous works
against specific attacks based on manipulating the query image (see Sect. 2),
HITL would be a generic defence strategy, as it is not devised against a spe-
cific attack (i.e., a specific manipulation strategy of the query image). More-
over, the HITL approach would exhibit a notable advantage with respect to the
well-known drawback of defence strategies specifically developed for adversar-
ial settings: whereas the latter typically worsen the performance in the absence
of attacks, HITL is originally aimed at improving the retrieval accuracy un-
der normal operational conditions [20, 21, 13, 7]. Therefore, no trade-off between
accuracy under normal conditions and under attack would be required.
Implementation. To experimentally evaluate the effectiveness of the HITL
approach as a defence against adversarial attacks to Re-Id systems based on
manipulating the query image, we choose a simple implementation based on rel-
evance feedback (RF) algorithms originally developed in the context of image
retrieval systems. We have shown in previous work that RF algorithms are also
effective for HITL Re-Id (not in adversarial settings) [7]. Regardless of the spe-
cific RF algorithm, in our HITL Re-Id implementation, the feedback consists
in asking the user to select all the true matches (also called positive images)
among the top-K gallery images, for a given K value; the remaining images
among the top-K ones are automatically labelled as negative. RF algorithms
then use positive (P) and negative (N) examples (images) to update the ranked
list; each one performs this process differently. The RF algorithms we considered
in our previous work are the well-known Query Shift (QS) [12], Relevance Score
(RS) [10] and Passive Aggressive (PA) [16], as well as a modified version of RS,
called Mean RS (M-RS) [7], that we devised specifically for Re-Id systems. QS
is based on moving the query in feature space, by computing a new query vector
towards the Euclidean centre of P and farther from N , such that in the next
round, a larger number of positive images can be found in the top ranks:

xq = xq +
1

|P |
∑
p∈P

xp − 1

|N |
∑
n∈N

xn . (1)

RS computes a relevance score for each retrieved image, based on its distance
to the nearest positive and nearest negative neighbouring images in P and N ,
xNN
p and xNN

n :

sNN(xi) =
∥xi−xNN

n ∥
∥xi−xNN

p ∥+∥xi−xNN
n ∥ , (2)

where || · || is the distance metric, typically the Euclidean distance. Obviously,
such a score is higher when the distance from the nearest positive image decreases
compared to the distance from the nearest negative one. Also, M-RS computes a
relevance score, but it assumes that images of the same identity and of different
identities form two distinct clusters. Accordingly, the score is computed with
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respect to the centroids µP and µN of the positive and negative clusters:

sµ(xi) =
∥x− µN∥

∥xi − µP ∥+ ∥xi − µP ∥
. (3)

Similarly to RS and M-RS, PA computes a score for each retrieved image but
using a pattern classification approach, that assumes that P and N are linearly
separable in feature space:

s(xi) = w · xi , (4)

where w is a query-specific weight vector that should provide higher scores for
positive images than for negative ones. Accordingly, it is obtained as the solution
to the following optimisation problem:

w = argmax
v

∑
∀p∈P

∑
∀n∈N

v(xp − xn) . (5)

We finally point out that the above implementation of HITL for Re-Id systems
is model-agnostic, i.e., it does not make any assumption on the underlying Re-Id
model, and thus it can be embedded on top of any Re-Id system.

4 Experiments

In the following, we first describe the data sets and the experimental set-up, and
then present and discuss the results.
Data Sets. We considered two widely used data sets: Market-1501 [30] and
DukeMTMC-Re-Id [29] (for short Market and Duke). Market consists of 1,501
identities (IDs) and 32,668 images acquired from six cameras in front of a super-
market. This data set is divided into 751 IDs (12,936 images) for training and
750 IDs (the remaining images) for testing. The gallery contains 19,732 images.
Duke consists of 1,404 IDs and 36,411 images acquired from eight cameras in a
campus. It is split into 702 IDs (16,522 images) for training and 702 IDs (the
remaining images) for testing. The gallery contains 17,661 images.
Experimental Setting. To implement the considered adversarial attack, we
used an existing manipulation strategy of the query image whose source code
has been made available by the authors [22]; to our knowledge, no defence strat-
egy has been proposed so far against it. For our experiments, we selected the
following Re-Id models, against which the above attack has already been suc-
cessfully tested: AlignedReId [15], LSRO [31], CamStyle [33], HHL [32], and
SPGAN [8]. We trained them using the hyper-parameters values recommended
in the respective works.

We then evaluated the Re-Id performance attained by the above models in
the absence of attacks (i.e., on the original testing sets) and under attack (i.e.,
by manipulating all the query images of the testing sets). In both cases, we
evaluated the performance of both original Re-Id models and the same models
empowered with the HITL approach for each of the RF algorithms described in
Sect. 3. As in our previous work [7], we carried out three feedback rounds for
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each RF algorithm, asking the user feedback on the top K = 50 retrieved images.
Note that since visual inspection of the top-ranked images is part of the task of
the law enforcement operator and since, in real application scenarios, the gallery
can contain a thousand images or more, asking the user/operator to select the
top-50 images corresponding to the query identity does not add any significant
effort. Given the considerable size of query sets, we simulated the user/operator
feedback using the ground truth identity labels as in [7]. We use two common
metrics to evaluate the results: mean Average Precision (mAP) and Cumulative
Matching Curve (CMC) at ranks k = 1, 5, 10, 20.
Experimental results. Table 1 shows the results obtained by each Re-Id model
in the absence of attacks (“No attack”), under attack without any defence strat-
egy (“Under attack”), and under attack when the proposed HITL defence (“HITL-
D”, for each RF algorithm) is used, after the third feedback round. The accuracy
of all Re-Id models drastically worsens under attack when no defence is used.

Data set Market-1501 DukeMTMC-reid
Model mAP Rank-1 Rank-5 Rank-10 Rank-20 mAP Rank-1 Rank-5 Rank-10 Rank-20

A
lig

.R
eI

d
[1

5] No attack 79.1 91.8 97.0 98.1 99.0 69.7 82.1 91.7 94.4 95.8
Under attack 2.4 1.7 4.0 5.8 8.9 16.7 19.9 31.6 38.2 45.7

H
IT

L
-D

RS 35.42 37.32 37.86 38.42 39.31 74.56 78.41 78.82 78.95 79.35
MM 35.49 37.17 37.35 37.41 37.83 74.22 78.82 79.22 79.44 79.8
QS 26.66 29.78 30.64 30.73 30.73 64.23 74.01 76.93 77.11 77.15
PA 38.77 39.79 39.82 39.93 39.96 76.46 79.58 79.85 79.89 79.94

L
SR

O
[3

1]

No attack 77.2 89.9 96.1 97.4 98.5 55.2 72.0 85.7 89.5 92.1
Under attack 9.3 10.7 19.9 25.1 31.6 10.1 13.1 23.6 28.8 35.4

H
IT

L
-D

RS 53.74 56.03 56.56 57.13 58.08 60.11 67.15 67.86 68.63 69.57
MM 57.07 59.98 60.75 61.13 61.73 57.69 65.57 67.15 67.46 68.13
QS 38.8 43.82 44.89 44.98 45.01 33.64 43.0 46.86 47.53 47.85
PA 55.09 59.26 59.74 59.92 60.24 55.53 63.51 64.81 65.26 65.98

C
am

St
yl

e
[3

3] No attack 70.8 86.6 95.0 96.6 97.9 58.1 76.5 86.8 90.0 92.7
Under attack 7.6 8.3 14.9 19.1 23.8 12.5 14.9 25.7 30.5 37.3

H
IT

L
-D

RS 53.67 57.21 57.81 58.34 59.12 69.35 77.29 78.28 78.59 79.35
MM 55.59 59.62 60.21 60.42 60.78 66.59 74.15 75.31 75.54 75.72
QS 38.99 46.44 48.78 48.9 48.93 44.81 57.14 61.09 61.49 61.8
PA 52.97 55.61 55.97 56.03 56.15 70.31 77.11 77.92 78.1 78.32

H
H

L
[3

2]

No attack 64.3 82.3 92.6 95.4 96.8 51.8 71.4 83.5 87.7 90.9
Under attack 9.3 9.5 17.7 23.0 28.5 9.4 11.8 19.0 22.8 28.5

H
IT

L
-D

RS 52.84 57.1 57.81 58.52 59.09 54.02 61.54 62.57 63.29 64.63
MM 55.27 60.9 61.88 62.29 62.8 51.57 60.19 61.45 61.76 62.21
QS 35.15 43.2 46.5 46.97 47.12 31.45 41.52 45.2 45.83 46.41
PA 54.58 60.24 61.07 61.22 61.52 51.33 59.38 60.19 60.64 60.95

SP
G

A
N

[8
] No attack 66.6 84.3 94.1 96.4 97.8 54.6 73.5 85.1 88.9 91.7

Under attack 4.2 3.8 8.8 12.0 15.7 12.0 15.0 23.8 29.8 36.0

H
IT

L
-D

RS 47.32 51.31 51.96 52.67 53.53 67.95 74.87 75.72 76.35 76.66
MM 45.69 49.5 50.24 50.53 50.68 65.16 72.8 74.01 74.37 74.87
QS 29.28 36.49 39.19 39.49 39.61 41.81 53.9 57.05 57.85 58.26
PA 45.79 48.84 49.32 49.38 49.47 66.51 72.76 73.25 73.47 73.7

Table 1. Re-identification accuracy of the five models with no attack, under attack
with no defence, and using the HITL-based defence to counter the attack, after three
feedback rounds of each of the considered RF algorithms. Best results attained by
HITL-based defence algorithm (for each model) are highlighted in bold.
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Data set Market-1501 DukeMTMC-reid
Model Round mAP Rank-1 Rank-5 Rank-10 Rank-20 mAP Rank-1 Rank-5 Rank-10 Rank-20

A
lig

ne
d

R
eI

d
[1

5]
Under attack 2.4 1.7 4.0 5.8 8.9 16.7 19.9 31.6 38.2 45.7

H
IT

L-
D

RS
1 21.08 24.79 25.83 26.54 27.52 61.7 72.26 73.61 74.06 74.73
2 29.28 31.56 32.45 33.02 34.0 70.66 75.9 76.35 76.57 77.02
3 35.42 37.32 37.86 38.42 39.31 74.56 78.41 78.82 78.95 79.35

MM
1 21.89 24.76 26.16 26.84 27.97 61.87 71.45 73.92 74.24 74.69
2 30.26 31.86 32.24 32.66 33.58 69.96 75.31 75.76 76.03 76.57
3 35.49 37.17 37.35 37.41 37.83 74.22 78.82 79.22 79.44 79.8

QS
1 19.41 23.69 24.26 24.5 25.12 56.31 68.36 72.67 73.52 74.15
2 25.49 29.16 29.96 30.08 30.2 62.93 73.03 76.39 76.57 76.66
3 26.66 29.78 30.64 30.73 30.73 64.23 74.01 76.93 77.11 77.15

PA
1 21.28 24.41 26.01 27.17 29.54 60.24 71.63 73.61 73.97 74.82
2 34.62 36.67 36.91 37.05 37.29 72.32 77.15 77.51 77.6 78.01
3 38.77 39.79 39.82 39.93 39.96 76.46 79.58 79.85 79.89 79.94

LS
R

O
[3

1]

Under attack 9.3 10.7 19.9 25.1 31.6 10.1 13.1 23.6 28.8 35.4

H
IT

L-
D

RS
1 37.32 42.04 43.44 44.39 45.75 33.72 42.46 45.69 47.44 49.6
2 46.73 49.44 50.21 50.8 51.66 49.66 58.35 59.74 60.91 62.16
3 53.74 56.03 56.56 57.13 58.08 60.11 67.15 67.86 68.63 69.57

MM
1 38.02 42.43 43.91 45.07 46.35 34.16 42.37 46.05 48.16 51.71
2 48.13 51.16 52.67 53.44 55.49 49.85 59.16 61.62 62.52 63.6
3 57.07 59.98 60.75 61.13 61.73 57.69 65.57 67.15 67.46 68.13

QS
1 33.32 40.74 42.07 42.46 42.84 27.4 36.98 41.11 42.19 43.27
2 38.15 43.56 44.6 44.71 44.74 32.72 42.37 46.1 47.13 47.53
3 38.8 43.82 44.89 44.98 45.01 33.64 43.0 46.86 47.53 47.85

PA
1 24.03 28.41 38.15 41.27 43.94 23.48 30.12 39.72 43.04 46.95
2 44.12 50.36 53.12 53.92 55.2 43.89 54.67 58.03 59.29 60.73
3 55.09 59.26 59.74 59.92 60.24 55.53 63.51 64.81 65.26 65.98

C
am

St
yl

e
[3

3]

Under attack 7.6 8.3 14.9 19.1 23.8 12.5 14.9 25.7 30.5 37.3

H
IT

L-
D

RS
1 35.39 41.42 42.99 43.94 45.55 44.78 55.07 57.68 59.65 61.27
2 46.03 50.24 50.98 51.87 53.09 59.74 68.49 70.24 71.1 72.44
3 53.67 57.21 57.81 58.34 59.12 69.35 77.29 78.28 78.59 79.35

MM
1 36.08 40.91 43.08 44.24 45.84 45.04 54.31 57.68 58.93 60.82
2 47.4 51.75 53.03 53.8 54.99 59.05 67.41 69.84 70.6 71.41
3 55.59 59.62 60.21 60.42 60.78 66.59 74.15 75.31 75.54 75.72

QS
1 30.62 38.45 40.53 41.24 42.49 38.1 50.45 54.22 55.57 57.0
2 37.83 46.14 48.1 48.49 48.63 43.64 56.33 59.92 60.55 60.82
3 38.99 46.44 48.78 48.9 48.93 44.81 57.14 61.09 61.49 61.8

PA
1 27.92 33.55 40.02 42.07 44.3 39.0 48.34 55.57 58.21 60.55
2 45.46 50.42 51.72 52.2 52.82 60.1 69.75 72.76 73.74 74.42
3 52.97 55.61 55.97 56.03 56.15 70.31 77.11 77.92 78.1 78.32

H
H

L
[3

2]

Under attack 9.3 9.5 17.7 23.0 28.5 9.4 11.8 19.0 22.8 28.5

H
IT

L-
D

RS
1 35.14 43.05 44.42 45.22 46.94 32.21 40.98 43.9 45.47 47.98
2 45.9 50.77 51.84 52.46 53.71 45.46 53.86 55.57 56.82 57.81
3 52.84 57.1 57.81 58.52 59.09 54.02 61.54 62.57 63.29 64.63

MM
1 36.02 42.93 44.86 46.02 47.98 32.38 40.39 44.03 45.65 47.44
2 47.33 53.59 54.87 55.85 57.16 45.13 54.13 56.28 57.0 58.03
3 55.27 60.9 61.88 62.29 62.8 51.57 60.19 61.45 61.76 62.21

QS
1 29.28 39.46 41.81 42.76 43.29 26.04 36.09 39.36 40.66 41.43
2 34.29 42.99 45.96 46.5 46.73 30.45 40.75 44.25 45.02 45.51
3 35.15 43.2 46.5 46.97 47.12 31.45 41.52 45.2 45.83 46.41

PA
1 21.26 27.2 36.49 39.55 43.05 22.55 28.86 37.66 40.71 44.61
2 43.6 51.81 55.26 56.47 57.45 41.67 51.48 55.34 56.06 56.96
3 54.58 60.24 61.07 61.22 61.52 51.33 59.38 60.19 60.64 60.95

SP
G

A
N

[8
]

Under attack 4.2 3.8 8.8 12.0 15.7 12.0 15.0 23.8 29.8 36.0

H
IT

L-
D

RS
1 25.27 30.31 32.19 33.88 36.31 41.13 51.48 54.17 56.01 58.84
2 38.65 43.47 44.54 45.16 46.32 57.58 65.71 68.22 69.3 70.87
3 47.32 51.31 51.96 52.67 53.53 67.95 74.87 75.72 76.35 76.66

MM
1 25.73 29.9 31.47 32.78 35.01 41.4 51.26 54.04 56.55 59.16
2 38.03 42.52 43.68 44.27 45.52 57.44 66.88 68.76 69.57 70.42
3 45.69 49.5 50.24 50.53 50.68 65.16 72.8 74.01 74.37 74.87

QS
1 20.93 27.4 29.48 30.46 31.89 34.51 46.59 50.45 51.84 53.37
2 27.93 35.84 38.72 39.1 39.22 40.67 52.78 56.15 56.78 57.32
3 29.28 36.49 39.19 39.49 39.61 41.81 53.9 57.05 57.85 58.26

PA
1 19.11 23.22 29.33 31.32 33.85 36.19 46.1 53.1 55.3 58.08
2 37.39 42.76 44.54 44.98 45.67 56.76 65.71 68.27 68.99 70.33
3 45.79 48.84 49.32 49.38 49.47 66.51 72.76 73.25 73.47 73.7

Table 2. Re-identification accuracy of the five models under attack with no defence,
and using the HITL-based defence to counter the attack, after each feedback round of
the considered RF algorithms.
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Data set Market-1501 DukeMTMC-reid
Model Round mAP Rank-1 Rank-5 Rank-10 Rank-20 mAP Rank-1 Rank-5 Rank-10 Rank-20

H
H

L
[3

2]
No HITL 64.3 82.3 92.6 95.4 96.8 51.8 71.4 83.5 87.7 90.9

H
IT

L
RS

1 90.04 98.16 98.46 98.55 98.66 80.32 94.88 95.83 96.14 96.36
2 94.0 98.81 98.96 99.02 99.08 87.58 96.95 97.13 97.22 97.44
3 95.67 99.23 99.29 99.29 99.32 90.58 97.71 97.85 97.94 97.94

MM
1 83.94 97.68 98.43 98.63 98.72 74.61 93.27 95.02 95.6 95.83
2 85.84 97.51 98.75 98.81 98.93 79.97 94.79 96.54 96.86 97.17
3 89.17 97.74 98.93 98.99 99.08 83.97 95.83 97.22 97.31 97.49

QS
1 80.03 93.94 97.62 98.13 98.52 68.18 86.27 93.0 94.43 95.11
2 81.47 94.36 98.16 98.57 98.75 70.46 87.61 94.3 95.33 95.92
3 81.68 94.42 98.13 98.63 98.78 70.83 87.84 94.48 95.69 96.01

PA
1 53.13 61.19 77.32 82.45 86.79 55.07 67.86 83.17 87.25 89.95
2 91.88 97.57 98.81 98.96 99.02 84.58 95.11 96.41 96.77 96.99
3 95.9 99.23 99.35 99.35 99.35 89.88 97.31 97.71 97.76 97.76

Table 3. Re-identification accuracy of the HHL model with no attack, without using
HITL (first row), and using each of the considered RF algorithms, after each feedback
round (next rows). Best results for each column are highlighted in bold.

On the other hand, the proposed HITL-D strategy mitigates the drop in perfor-
mance on Market and, to a much larger extent, on Duke; in particular, for some
models and RF algorithms, it is even capable of outperforming the mAP and
rank-1 CMC values attained in absence of attacks (see, e.g., SPGAN+MM or
CamStyle+PA). Table 2 shows the results attained after each feedback round for
more fine-grained analysis. As can be expected, the performance always improves
as the number of rounds of the HITL-D strategy increases, even if with different
trends for the different RF algorithms, and in particular, the performance drop
under attack is mitigated since the first round.

For completeness, we report in Table 3 the results obtained by the HITL
approach in the absence of attacks. For brevity, we only consider the model that
attained the worse performance in terms of mAP in the previous experiments.
It can be seen that the HITL approach always improves the performance of the
underlying model also under normal operational conditions, in agreement with
its original goal, and also in this case, this happens, with only a few exceptions,
since the first feedback round. The above results provide evidence that the HITL
approach can be an effective defence strategy against the considered kind of
attack on Re-Id systems and that, contrary to ad hoc defences [1], it also improves
the performance under normal operating conditions.
Ablation study. The considered RF algorithms make use of the query image,

as a positive example, for re-ranking gallery images after each feedback round.
Taking into account that the considered attack manipulates the query image
to prevent gallery images of the same identity from being retrieved, one may
think that the effectiveness of the HITL-D approach under attack can be further
improved by not using the query image during feedback rounds. On the other
hand, this might decrease its performance in the absence of attacks, as happens
to ad hoc defences. To verify the above assumption, we repeated the above
experiments using, for the sake of brevity, only one representative Re-Id model,
LSRO [31], and only the RF algorithm that achieved the best performance in
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Data set Market-1501 DukeMTMC-reid
Model Round mAP Rank-1 Rank-5 Rank-10 Rank-20 mAP Rank-1 Rank-5 Rank-10 Rank-20

L
SR

O
[3

1]
No HITL 77.2 89.9 96.1 97.4 98.5 55.2 72.0 85.7 89.5 92.1

QD-R
S 1 95.42 99.44 99.47 99.5 99.52 83.25 95.33 96.1 96.45 96.81

2 97.35 99.58 99.58 99.61 99.64 89.88 97.22 97.49 97.62 97.76
3 98.11 99.67 99.7 99.7 99.7 92.3 98.03 98.07 98.16 98.25

NQD-R
S 1 95.43 99.44 99.5 99.52 99.55 83.25 95.38 96.1 96.45 96.81

2 97.37 99.58 99.58 99.61 99.64 89.91 97.22 97.53 97.67 97.8
3 98.18 99.73 99.73 99.73 99.73 92.34 98.07 98.11 98.2 98.29

Table 4. Performance of the LSRO model in absence of attacks, without using HITL
(first row), and using HITL with the RS algorithm, either including the query image
in each feedback round as a positive example (QD-RS), or not including it (NQD-RS).

most of the previous experiments, i.e., RS, which we modified in such a way that
the query image is not used during feedback rounds.

Table 4 compares the results achieved in the absence of attack without HITL,
by the original RS algorithm (“query-dependent”, QD-RS), and by its modified
version (“non-query-dependent”, NQD-RS). Contrary to what one may expect,
not using the query image during feedback rounds did not significantly improve
the performance of the HITL-D strategy: indeed, the performance gap between
QD-RS and NQD-RS is almost negligible for each feedback round.

5 Conclusions

We have shown that the HITL approach to Re-Id, originally proposed to improve
the performance of a given model by exploiting user feedback on the identity of
the top-ranked retrieved images, can also be an effective defence strategy against
adversarial attacks based on manipulating the query image to push images of
the same individual toward bottom ranks. Notably, we achieved this result un-
der a simple implementation of the HITL approach that is independent on the
underlying Re-Id model and does not require its retraining or fine-tuning. With
respect to ad hoc defences, a HITL-based defence also improves performance in
the absence of attacks instead of worsening it. Taking into account that in our
experiments, the considered HITL defence was sometimes capable only of mit-
igating the drastic performance drop due to adversarial attacks, an interesting
direction for future work is to investigate its combination with ad hoc defence
strategies, which may allow to improve robustness further and to avoid at the
same time a performance reduction in the absence of attacks.
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