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Abstract—The Internet of Things (IoT) paradigm has been
evolving towards the creation of a cyber-physical world where
everything can be found, activated, probed, interconnected, and
updated, so that any possible interaction, both virtual and/or
physical, can take place. Crucial concept of this paradigm is
that of the virtual object, which is the digital counterpart of
any real (human or lifeless, static or mobile, solid or intangible)
entity in the IoT. It has now become a major component of the
current IoT platforms, supporting the discovery and mash up of
services, fostering the creation of complex applications, improving
the objects energy management efficiency, as well as addressing
heterogeneity and scalability issues.

This paper aims at providing the reader with a survey of
the virtual object in the IoT world. Virtualness is addressed
from several perspectives: historical evolution of its definitions;
current functionalities assigned to the virtual object and how
they tackle the main IoT challenges; major IoT platforms which
implement these functionalities. Finally, we illustrate the lessons
learned after having acquired a comprehensive view of the topic.

Index Terms—Internet of Things, virtual objects, IoT archi-
tectural solutions

I. Introduction

The Internet of Things (IoT) is a promising paradigm, which
integrates a large number of heterogeneous and pervasive
objects with different connecting and computing capabilities,
which are aimed at providing a view of the physical world
through the network. The variety of devices capable to send
data about the real world to the Internet is ever-increasing, so
that the IoT can rely on a large range of objects, from dummy
entities capable of providing just their positions (through
attached tags) to objects capable of sensing the status of
an environment, processing the data and sending the results
to the cloud, if believed meaningful. This is making the
range of possible applications increasing even more rapidly,
so that nowadays our society can rely on powerful tools for
introducing intelligence into living environments.

However, these applications introduce major challenges
in the IoT field. The sensors needed to monitor the vital
signs of a patient have limited resources, in terms of both
computation and communication capabilities, so to guarantee
quality requirements, the generated data have to be processed
elsewhere [1]. Road-side units, traffic lights and road cameras
can gather data to provide information about condition of the
roads or parking lots; however, all these objects make use
of different communications solutions and then a mean to
make them interoperable is necessary [2]. To enhance the
shopping experience of customers, goods can be enhanced

with RFID tags, NFC or Quick Response (QR) codes, so
that their information can be always available and pushed to
users smartphones or tablets when necessary; the ability to
interpret information about the environment and make choices
accordingly can not be provided by these simple technologies
and then must be handled by something else [3].

The above mentioned three-use cases have the final goal
to provide services to the user through the Internet, but with
vital information and services strictly linked to the real world
provided through the key physical objects. However, the IoT
will mainly be composed by objects with limited resources that
enclose a wide range of different communication protocols.
These stringent constraints directly impact on the design and
deployment of IoT applications. To address these difficulties
there is the need for technological solutions that augment the
capabilities of the physical devices with additional functionali-
ties and allow all of them to talk to each other at the same level
to make the realisation of robust applications easier. A com-
mon solution of major IoT platforms has been the introduction
of the concept of virtual object, which is the digital counterpart
of any real (human or lifeless, static or mobile, solid or
intangible) entity in the IoT and has the fundamental role to
bridge the gap between the physical and the virtual world.
It became a major component of the current IoT platforms
enabling to perform operations otherwise hampered on real
objects. Virtualisation has the ability to: make heterogeneous
objects interoperable through the use of semantic descriptions;
enable them to acquire, analyse and interpret information
about their context in order to take relevant decision and
act upon the virtual objects. Moreover, it enhances existing
functionalities in the IoT supporting the discovery and mash up
of services, promoting the creation of new addressing schemes,
improving the objects mobility management efficiency, as well
as addressing accounting and authentication issues.

This paper aims at providing the reader with a survey of
the virtual object in the IoT world. Whether there are several
papers analysing the technologies, standards, platforms and
applications for the IoT world, there are not surveys that focus
on the virtualisation of the object. Indeed, in [4], the authors
explore the fundamental functional blocks of the middleware
system, and based on these features proposes a classification
on the existing IoT-middleware. Moreover, they present the
open issues and the research scope in this area. Several works
focus on research challenges and open issues to be faced for
the IoT realisation in the real world, such as [5] and [6]. Even
if the word virtual is commonly used in these surveys, its
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meaning is not well analysed, since most of the works do not
ponder on the role of the virtualisation layer. However, to the
best of our knowledge, our survey is the first to linger on
what it means to have a virtualisation layer and which are its
functionalities.

The major contributions of this paper are as follows. We
provide an analysis of the definitions and assigned roles with
an historical perspective, which is intended to understand the
motivations that have brought scientists and technologists to
introduce the virtualness aspect to address issues in different
fields. We present the most common functionalities assigned
to the virtual objects with the associated IoT challenges
that are intended to be addressed. We review the current
implementations of these functionalities in the major IoT
platforms. Finally, we illustrate the lessons learned and the
future challenges, and provide conclusions.

II. Virtual Objects definitions and characteristics

What testifies the strong interest in the virtualisation topic
and the vivacity of the debate on it is, undoubtedly, the mani-
fold definitions of virtualness traceable in the last decades. At
a first glance, an interested reader might experience a real diffi-
culty in understanding what a virtual object/entity/counterpart
really means, which its functionalities are, and what its role in
the Internet of Things world is. The goal of this Section is not
to provide a complete overview of all the projects and papers
on the topic; instead, we want to point out the milestones
that led to the various definitions and characteristics of virtual
object.

The reason today for the fuzziness around this term is
a consequence of the extensive use of the word virtual in
several contexts since the 70s, ranging from the possibility
of providing an efficient facsimile of one or more complete
computer systems in a single machine ([7] and [8]), to the
ability to provide a flexible abstraction of entities such as
memory and time ([9] and [10]). The 90s were the era of
interactive virtual environments and for the first time, the
words virtual and object were linked together, so that a
virtual object was defined as a digital representation of the
functionalities and shape of real-world objects and by how a
user can interact with it [11]. However, in this view, there is
not any real possibility to interact with the physical object as
everything is only virtual.

Objects virtualisation in the IoT began with the first related
technologies, i.e. RIFD tags [12] and [13]. Despite their
simplicity and limitations, passive RFID-based identification
systems enabled the implementation of a wide range of novel
applications by bridging the gap between the physical world
(i.e., tagged real-world objects) and the virtual world (i.e.,
application software). For example, the virtual objects pro-
posed by Barrett et al. [14] enable to enhance labelled physical
objects with digital information. In a similar way, Want et al.
[15] report a variety of scenarios where virtual objects are used
to augment everyday objects via embedded RFID tags. Last,
but not least, the Cooltown project [16] attributes a Web page
not only to people and places, but also to arbitrary things.
Although these papers investigate only simple applications,

they share a common definition of virtual objects in the IoT as
digital representation of the service(s) of a real world object.
As shown in Figure 1, this represents the first definition of
virtual object for IoT, which can be considered still valid with
additional features being added over time as discussed in the
following. With respect to the definition of virtual object in the
virtual environment defined in the 90s, in the IoT the virtual
object must have a counterpart in the physical world, of which
it exposes the services, and does not have necessarily a shape.
This definition will remain essentially unchanged over time
but the virtual objects will acquire new characteristics.

The digital counterparts analysed in the early IoT exposed
only one specific functionality to the final users based on
the particular application at hand. One of the dimensions that
characterise the definition of a virtual object is the association
between real objects, i.e. their services, and the virtual objects
themselves: for example, a smartphone could expose all its
services through a single virtual object or it could have distinct
virtual objects based on which services are made available, e.g.
one for the localisation services and one for the temperature
sensing; in the same way, it is possible to use a single virtual
object to collect information of the same service from several
physical objects. Obviously, every choice carries its own
advantages and disadvantages in terms of addressing, service
discovery or resource reusability. This dimension has been
addressed differently over time, as discussed in the following.

The pioneering work of Langheinrich et al. [17] back to
2000 is the first that addresses requirements for a large scale
deployment of RFID tags. In their paper, even if the definition
of virtual objects remains the same, they acquire a new
characteristic: an identification and addressing scheme in order
to be able to locate the virtual objects in the Internet. In this
proposal, some virtual objects, such as emails and Web pages,
could not be associated with a physical object. Moreover, the
authors consider the possibility of having only one virtual
object for a physical object (if any), then leading to a one
(or less)-to-one association.

A further step in the evolution of virtual object (or virtual
counterpart) is provided in the work of Römer et al. [18]. The
authors introduce the concept of meta counterparts, which
represents a whole set of physical objects. For this reason,
it is possible to manage the virtualisation more efficiently
than having a distributed implementation, because it allows to
reduce the resource consumption and to enhance the service
discovery. This represents the first attempt to associate the
virtual objects based on their functionalities: every virtual
object is then able to handle not only the set of services of a
single real object but also the services of a group of similar
objects and then it moves to a many-to-one the association
between real and virtual objects.

In the last 5 years, several research projects were founded
to propose an architecture for the IoT, leading to a further
evolution of the functionalities of virtual object.

The CONVERGENCE project [19], for example, makes
use of Versatile Digital Item (VDI), a common container for
all kinds of digital content, including one or more physical
objects and the corresponding metadata. The proposed virtual
object is similar to the one provided in [18] with a many-to-
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Fig. 1. Evolution of the term virtualness

one association between real objects and VDI, i.e. a single
VDI can represent multiple digital contents. However, virtual
objects are not anymore only digital counterparts of real world
objects but now provide a semantic enrichment of the acquired
data, which makes the discovery of services easier, since
metadata is used to index the virtual objects.

Other two interesting examples of the evolution of the
virtual object are SENSEI [20] and IoT-A [21]. The virtual
objects, called resources in SENSEI and virtual entities in
IoT-A, become aware of the context in which the physical
object operates and then acquire the ability to enhance the
data received by the real world objects with environmental
information. Moreover, these projects propose for the first
time methods to orchestrate IoT services in order to combine
together several virtual objects and provide high-level services
to the user or to the application. However, SENSEI and IoT-
A differ for the association between real and virtual objects.
SENSEI resources may be associated with one or more
physical objects, thus providing the same type of association
of CONVERGENCE. On the other hand, the IoT-A physical
object is decomposed in its basic services thus providing
for the first time a one-to-many association with the virtual
entities.

Another step in the evolution of the virtual object is pro-
vided by the COMPOSE [22] and the iCore [23] projects.
Virtual objects acquire a cognitive ability, which allows them
to use the collected information to make relevant decision and

acting upon it. Moreover, even if COMPOSE follows the same
type of association of IoT-A, an interesting trait of the iCore
project is that not only a virtual object can be associated to
one (or more) real-world objects but also a real-world object
to one or more virtual objects, then leading to a many-to-many
association.

From these proposals it arises that the virtual objects have
become the necessary element to address some key issues
in the IoT, whose major ones are: quick deployment of new
network elements and architectures by connecting the virtual
object to external services; allowing for co-existence of hetero-
geneous network architectures over a common infrastructure;
providing all the time reachability, even when the physical
devices is temporarily unavailable; add intelligence to the
object to be able to understand the context and implement self-
management functions. All the operations performed by the
virtual objects to provide these functionalities are extensively
discussed in the following section, highlighting the key value.

In the following, we will refer to virtual
object/entity/counterpart as interchangeable terms, with
the meaning of digital representation of real-world object.

III. Role of the virtual object in the Internet of Things

The intent of this section is to describe the functionalities
that are assigned to the virtual object in the IoT arena, after
quickly reviewing the major issues in the field.
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A. Major issues in the IoT
The basic idea of the IoT concept is the pervasive presence

of connected objects [24]. Since its birth, the concept of IoT
has evolved into multiple dimensions, encompassing various
technologies able to provide real-world intelligence and goal-
oriented collaboration of distributed smart objects via local
interconnections or global networks. As defined in [25], the
current situation is still represented by a combination of
many “Intranets” of Things, which are evolving into a much
more integrated and heterogeneous system to converge to the
melting-pot that characterises the IoT ecosystem.

Such a complex environment is faced with a long and varied
list of different issues. We will survey and discuss these issues
in the following.

1) Heterogeneity: One of the main enabling factors of the
IoT is the integration of several technologies and communi-
cations solutions. Many efforts have been spent to develop
protocols for ubiquitous [26] and pervasive [27] networking
(e.g. ZigBee, Bluetooth), but each solution has their own spe-
cific characteristics and application domains. This determines
a fragmentation that may hamper objects interoperability and
can slow down the development of a unified reference model
for the IoT.

2) Scalability: The number of objects connected to an IoT
system is several orders of magnitude higher than that of
devices of the conventional Internet [28]. The quick spread
of connected objects is going to contribute to the deployment
of a Very-Large-Scale (VLS) system of pervasively connected
devices across the globe [29]. The management of such a
system is very demanding, and if any fault is experienced the
performance is severely threatened.

3) Identification: In order for devices to be able to commu-
nicate, the system they belong to first needs to identify them
with a unique ID. The IPv4 [30] will soon be replaced by the
IPv6 [31], which is going to compensate the lack of new IPv4
addresses, as well as enabling network auto-configuration,
stateless operations, and low-power wireless communication
nodes within the 6LoWPAN context [32]. Recently, other
solutions have been developed to run in resource-constrained
environments, typical of an IoT. Some examples are Message
Queue Telemetry Transport (MQTT) [33] and Constrained Ap-
plication Protocol (CoAP) [34]. However, their performance is
optimised when used in all-IP networks, and in IoT scenarios
this not always occurs. A workaround could be using a high
level middleware that allows to maintain some “islands” that
use arbitrary multi-hop, ad-hoc routing algorithms to deliver
object’s data to one or more sink nodes. An example is the
Global Sensor Networks (GSN) middleware, which abstracts
the details of access to sensor data [35].

4) Plug and Play: As soon as a device joins a network,
it is registered to it, and its available services and resources
are advertised. In IoT systems, the challenge is to make
this process automatic and dynamic, despite its high level
of heterogeneity and the difficulty to acquire, analyse and
interpret information about the context. Objects should be
“plug and play”, i.e. some parameters, which enable the object
to immediately interact with other objects, are configured
without the need for human intervention.

5) Search and Discovery: One of the main requirements to
build an application in a distributed system such as the IoT, is
the dynamic discovery of the services provided by distributed
objects [36]. When a device joins the IoT, everything is
unknown about it, even the exact location and the format
of exchanged data. Discovery mechanisms enable devices to
automatically register themselves and advertise their services
on the network. An interesting overview, comparison and
analysis of some discovery services in the IoT is performed
in [37].

6) Constrained Resources: In the IoT, available resources
such as energy, storage, processing, and node capability to
perform a service, are often limited [38]. This is the case, for
example, of limited energy amounts of battery powered wire-
less sensor nodes, and scarce processing capabilities of RFID
tags. Resources management is therefore needed to improve
their usage. Cooperation among nodes and use of optimisation
algorithms for resource and service allocation [39], even using
cloud [40] or fog computing [41], are trending topics in the
IoT.

7) Quality management: It refers to the whole system of
operations that ensures that quality requirements in the IoT
are achieved. This concept encompasses: i) Quality of Service
(QoS), i.e. the set of service requirements in end-to-end com-
munications (e.g. delay, jitter, available bandwidth and packet
loss) [42] and [43]; ii) Quality of Experience (QoE), i.e. the
overall acceptability of an application or service, as perceived
subjectively by the end user depending on its expectations
and the context [44]; iii) Quality of Information (QoI), i.e. the
degree of accuracy of the information provided by a service,
with reference to its counterpart in the real world [45]. Quality
management is particularly problematic in the IoT due to
heterogeneity and mobility issues. As surveyed in [46], end-to-
end quality management in highly heterogeneous networking
environment requires high operational costs. This is particu-
larly heightened in the case of IoT, where applications with
different quality requirements (i.e., non real-time, quasi real-
time, and real-time) are accomplished at the same time.

8) Mobility: Typical IoT scenarios are characterised by mo-
bile objects. Mobility management is fundamental to provide
seamless connectivity independently from where the objects
are placed or moved to. Moreover, it also needs to consider
data inconsistency that may result from the change of context
of a mobile object. As surveyed in [47], objects can move:
i) intra-domain, i.e. moving between different cells of the
same system and ii) inter-domain, i.e. moving between differ-
ent backbones, protocols, technologies, or service providers.
While the intra-domain is supported by several protocols [48],
the inter-domain mobility, especially among heterogeneous
systems, is an open issue.

9) Security and Privacy: Security and privacy are critical
issues for the IoT. As proposed in [49], security and privacy
requirements can be classified in: resilience to attacks, data
authentication, access control and client privacy. The fulfill-
ment of these requirements affects the privacy and security of
all the involved stakeholders [50]. In the IoT, although each
node might be perfectly safe by itself, the interaction with
other nodes may threaten its security. The design of security
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mechanisms, specific for the IoT, is still in its infancy, but the
real challenge is to approach this issue with a holistic view.

B. Functionalities Associated to Virtual Objects

As it arises from the analysis of the previous Subsection,
the hardest challenge of the IoT is to be able to address the
deployment of applications involving heterogeneous objects,
often moving in big environments, in a way that satisfies the
quality requirements of the application itself, while not over-
loading the network resources. The virtualization of objects
seems to be the perfect answer to this problem, as it is intended
to support:
• quick deployment of new network elements and architec-

tures [51];
• co-existence of heterogeneous network architectures over

a common infrastructure [52];
• all the time reachability [53];
• self-management of network objects, achieved through

context awareness [54].
In the following, we analyse the key functionalities that

are provided by virtualization layers to satisfy the IoT issues
described in Section III-A (Figure 2 visually shows this
relation between issues and functionalities). We distinguish
between virtualization-specific functionalities, which are intro-
duced by the virtualization layer, and virtualization-enhanced
functionalities, which are functionalities that already exist in
IoT architectures, but their performance is improved by the
use of a virtualization layer.

1) Virtualization-Specific Functionalities:
a) Semantic Description: One of the most critical re-

quirements of the IoT is that of making heterogeneous objects
plug-and-playable and interoperable. As soon as an object
joins a network, it needs to be immediately provided with
mechanisms that enable interaction with the external world.
Network discovery mechanisms are used to dynamically dis-
cover and configure new virtual objects at runtime. The most
effective and efficient solution to represent IoT objects is by
using semantic technologies.

The result of the semantic description of an object, or a
group of objects, is the virtual object model. The virtual ob-
ject model includes: objects’ characteristics; objects’ location;
resources, services and quality parameters provided by objects.
Whenever a new object is detected, it is associated with a new
virtual object instantiation [55].

The first attempts of standardisation in semantic description
came from the Wireless Sensor Network (WSN) field. The
W3C’s Semantic Sensor Networks (SSN) ontology [56], and
the OGC Sensor Web Entablement suite [57] of XML-based
standards are just some examples of semantic description
languages. These are still used in many virtualization archi-
tectures (e.g., SENSEI [20] and IoT-A [21]).

Not only is semantic description able to cope with het-
erogeneity and to provide interoperability among objects, but
it is also very powerful in supporting search and discovery
operations [4]. Indeed, search and discovery mechanisms are
usually used to find the virtual objects that are most suitable to
perform a given application’s task (or part of that task) [58].
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Fig. 2. Relations between IoT issues and virtualization layer functionalities.
Blue solid lines connect functionalities with the main issue they are intended
to address; green dashed lines connect functionalities with other issues that are
improved by them; orange dash-dot lines connect functionalities with issues
that may be improved by them, depending on the way they are implemented.

At this purpose, search engines are used, which are usually
based on semantic search technology.

b) Context Awareness: This function is the capability
to acquire, analyse and interpret information about the en-
vironment. Awareness is needed to simplify the discovery
of information about the object itself when this information:
cannot be easily reached, is not made explicit in the required
format, or needs aggregation with other information sources
before it can be used [59]. Discovered information is rep-
resented by resources and services that are made available
by other nodes, as well as data gathered by them. Although
context awareness can be performed in traditional IoT by smart
objects, in virtualization layers this functionality is assigned
to virtual objects. In this way, awareness is enabled even in
objects with limited capabilities: smarter tasks that they would
not be able to perform are provided by the virtualization layer,
which enables awareness mechanisms. Therefore, it can be
considered a virtualization-specific functionality.

c) Cognitive Management: This virtualization-specific
functionality is strictly related to context awareness: the
knowledge acquired about the environment where the virtual
object is operating is used to make relevant decisions and act
upon them [60]. Whenever a virtual object perceives a change
in the context, it processes information through the use of
optimisation algorithms and predictive models [61]. According
to the obtained results, the virtual object autonomously recon-
figures the object it refers to in order to adapt its behaviour to
changes.
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The cognitive management functionality is extremely im-
portant for many aspects [55].

Automatically detection and scheduling of events by the
objects, which also react by performing a self-configuration
of their functioning parameters.

Resource usage is optimised (e.g. energy, processing ca-
pabilities, communication bandwidth, storage). Optimisation
algorithms are implemented to efficiently allocate resources
to tasks, provided that required quality conditions are still
satisfied.

Fault management is performed whenever the virtual object
cannot communicate with the object it is associated with.
In this case, the virtual object: estimates the object state
using cognitive/prediction methods; proposes alternative links
through which data can be forwarded.

Learning mechanisms are implemented for predicting future
situations and preventing future faults.

2) Virtualization-Enhanced Functionalities:
a) Addressing and Naming: As soon as an object is

installed in a network, it is fundamental that an address and/or
a name is assigned to it. This is a virtualization-enhanced
functionality, as in traditional IoT it is in charge of addressing
real objects. In a virtualization layer, it gives addresses and
names to newly created virtual objects, so that their resources,
services and data are accessible by any other entity on the
Internet [5], in a way that scales well when the network size
grows.

The location-dependent addressing scheme used in the cur-
rent Internet architecture [5] is not suitable with the modern
vision of IoT, which is based on sharing data. Therefore,
information-centric architectures are supposed to be the future
of IoT. These architectures are particularly desirable in virtual
object based architectures, thanks to their inclination towards
semantic search mechanisms. For this reason, naming is a key
element for virtual objects’ identification and interaction [55].

b) Search and Discovery: The nature of IoT is that of
a dynamic system where objects continuously join, move and
leave the platform. As such, a virtualization layer should be
able to manage virtual objects that degrade, vanish or even
re-appear. In this context, automated discovery and search
mechanisms are needed to achieve a scalable and accurate in-
teroperability among virtual objects [62]. This functionality is
virtualization-enhanced: it is the virtual objects’ counterpart of
search and discovery performed on real objects. Since virtual
objects enable those mechanisms that expose the characteris-
tics and capabilities of the physical objects they virtualise, the
search and discovery processes identify which virtual objects
provide the resources and services that best fit the quality level
required by the application assigned to the IoT system. As
introduced in Section III-B1a, the semantic description model
eases the discovery of virtual objects. Thanks to semantic
engines, the use of a common language enables the research
among devices with extremely different characteristics, e.g.
a sensor and a smartphone can both respond to the request
of sensing temperature. Furthermore, the extended use of
the cloud in virtualization architectures makes search and
discovery much quicker, even achieving real-time search [63]
(see Section IV-B).

In particular, Peer-to-Peer (P2P) discovery systems, which
are based on information-centric technologies, are preferable
to other discovery mechanisms for their capacity of using
semantic information to discover resources and services [5]. In
fact, P2P approaches make use of a distributed infrastructure,
over which resources and service descriptions are spread
and managed [64]. Using semantic-based algorithms, relevant
information is retrieved in a distributed way. Not only are
scalability and availability improved, but also achieved search
results are more accurate with respect to other mechanisms.

c) Mobility Management: Mobility management is not a
negligible issue for virtual objects: when an object moves from
one place to another, its virtual counterpart needs to take notice
of its migration. This task may result very difficult, particularly
when the object becomes unavailable for long periods of
time due to lack of connectivity. In these cases, the cognitive
capacities of the virtual object are extremely important: it
is required to be resilient to context changes, by trying to
maintain its operational functionalities with an acceptable
quality level [55]. This further implies trying to maintain
a good quality communication link with its related object
whenever possible, also taking advantage of opportunistic and
eventually intermittent connections. Finally, since the virtual
object may be storing out of date information of the object,
a parameter indicating how much time is passed from the
last time the virtual object received data from its physical
counterpart is required. If needed, the virtual object should be
able to use predictive models on this data, in order to estimate
the state of its associated object.

d) Accounting and Authentication: Accounting and au-
thentication IoT functionality is enhanced by virtual objects,
which describe the users/entities whose access is authorised,
as well as their owner and/or creator. Their access needs to be
secured through the use of encryption keys [55].

As for data security, virtual objects can use semantics in
order to build a universal trust management system [65]. In
such a system, autonomous trust management procedure and
modules process and interpret trust descriptions, and give
explicit meaning to trust data using semantic annotation.

IV. Virtual Objects in proposed IoT architecture solutions

Nowadays, almost every IoT architecture makes use of a
layer of virtualisation, where things of the real world and
related information, become accessible every time and every-
where by the upper layers. The functionalities highlighted in
Section III-B are common to most of the current platforms
and it is then not practical to classify them based on the
features they implemented; for this reason, we present a simple
taxonomy based on the type of association between real and
virtual objects. Indeed, this association represents the very
first implementation choice and it has a direct impact on the
performance of the platform. For example, the creation of a
virtual object for every service of a single physical object (one-
to-many association) can facilitate the service orchestration but
it requires to replicate the semantic information of the object
in every virtual object. On the other hand, by representing
a whole set of physical objects with a single virtual object
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(many-to-one association) it is possible to manage them more
efficiently, because it allows applications to reuse the same
virtual object and then reduce the resource consumption.

In the following, we present the major architectural propos-
als in the field of the IoT, pointing out the role and the impor-
tance of the virtual object inside them. In Table I, we visually
show the matchup between the functionalities presented in the
previous Section and the different architectures.

Finally, we highlight the common building blocks needed
to implement a virtualisation layer.

A. Architectures Existing in Literature

1) One real object for one virtual object:
a) ETSI M2M and oneM2M: In January 2009, the Eu-

ropean Telecommunications Standards Institute (ETSI) [66]
started an effort to create a robust M2M common Service
Layer. In 2012, intensive efforts on synchronisation of M2M
standard activities led to the oneM2M Global Initiative [67]
with the goal to develop globally agreed technical specifica-
tions for a common M2M Service Layer.

The virtualisation layer is represented by the M2M Service
Capability Layer for the network, the M2M Device and the
M2M Gateway.

When an application on a M2M Device that is not always
connected wants to send some data to another application, it
writes data to a resource (the equivalence of a virtual object,
associated only to a single real world object) in the M2M
Service Capabilities in the Network Domain. The resource
is a globally uniquely addressable entity in the RESTful
architecture and its representation shall be transferred and
manipulated using one of the four basic methods of a RESTful
architecture (create, retrieve, update and delete).

At the moment (ETSI M2M Specifications rel. 1) the
content of the resources is “opaque” at Service Capabilities
Layer i.e. the applications, writing and reading a resource,
must agree somehow on the format of the resource content, but
it is under consideration the addition of a semantic description
of the resources in future releases of the standard. The other
virtualisation-specific functionalities are not currently contem-
plated.

b) FI-WARE: FI-WARE [68] is based upon Generic
Enablers (GEs), which offer reusable and commonly shared
functions, serving a multiplicity of usage areas across various
sectors. The Core Platform provided by the FI-WARE project
is based on GEs linked to several FI-WARE Technical Chap-
ters; one of these chapters is related to the IoT.

Sensors as well as other real-world things (e.g. rooms,
persons) are modelled as virtual things having an ID, a type
and several attributes, so that every object is associated only
to one single virtual thing.

This architecture has already taken into account the ETSI
M2M specification and has extended it to incorporate Open
Mobile Alliance Next Generation Services Interface (OMA
NGSI) activities. The OMA NGSI Context Management stan-
dard provide interfaces to manage and exchange Context Infor-
mation about Context Entities. A Context Entity is defined as
any entity which has a state. Attribute values of defined entities

becomes the Context Information that applications have to
be aware of in order to support context-awareness. Context
Information is any volatile or persistent information, which
describes the state of a Context Entity. Context Entities could
be users, devices, places, or in general the things as defined
in FI-WARE.

2) Many real objects for one virtual object:
a) SENSEI: The SENSEI project [20] enables the inte-

gration of heterogenous and distributed Sensor and Actuator
Network (SAN) islands into a homogenous framework for real
world information and interactions. It provides an abstraction
level of resources corresponding to the real world consisting of
Real World Entities or Entities of Interest (EoI); the Resource
Layer is the core of the architecture since it encompasses all
necessary functions that facilitate the interaction of services
with the EoIs.

The concept of Resource is central since it provides a
unifying abstraction for simple devices such as sensors, ac-
tuators, processors or software components. Resources may
be associated with one or more EoIs for which they can either
provide information or provide control over their surround-
ing environment, thus providing a many-to-one association
between real and virtual objects. The Support Services enable
discovery, composition and dynamic creation of Resources and
support long term interactions. The Community Management
is in charge of providing identity management for all entities
in the system, privacy and security features.

3) One real object for many virtual objects:
a) IoT-A: The IoT-A project [21] extends the models

introduced in SENSEI and proposes an architectural reference
model for the IoT.

The core of the project is the entity that constitutes the
“things” in the IoT. The entities are composed by two distinct
counterparts: a physical counterpart (physical entity), which
is a discrete, identifiable part of the physical environment and
can be almost any thing such as a human, an animal, a car, a
closed or open environment, and so on. A virtual counterpart
(virtual entity), which represents the physical entity in the
digital world.

Entities are associated with resources, i.e. software compo-
nents that provide information about physical entities or enable
the controlling of devices. A virtual entity can be associated
with one or more resources that enable interaction with the
physical entity. Ideally there is only one physical entity for
each virtual entity. However, it is possible to associate the same
physical entity to several virtual entities: the physical object
is decomposed in its basic services, each of them handled by
a virtual entity, thus providing a one-to-many association with
the virtual entities. This association is important in look-up
and discovery processes.

Resources are heterogeneous since they can represent on-
device resources, stored data or network resources. In order to
access them, the model makes use of services, which provide
a well-defined and standardised interface, offering to the user
all the functionalities for interacting with physical entities.

b) COMPOSE: The design of COMPOSE [22] architec-
ture makes use of IoT-A as reference, thus providing its same
type of association.
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TABLE I
Implementation of the virtualisation layer functionalities in IoT architectures.

Seman&c	  
Descrip&on	  

Under	  
considera,on	  in	  a	  
future	  release	  

X	   X	   X	   X	   X	  

Context	  
Awareness	  

NO	   X	   X	   X	   X	   X	  

Cogni&ve	  
Management	  

NO	   NO	   NO	   NO	   Applica,on-‐related	   X	  

Addressing	  and	  
Naming	  

Use	  of	  a	  globally	  
unique	  iden,fier	  
(SCL-‐ID)	  

Use	  of	  an	  en,ty	  ID	  
and	  type	  

Use	  of	  a	  globally	  
unique	  iden,fier	  
(not	  specified)	  

Use	  of	  Uniform	  
Resource	  Iden,fier	  
(URI)	  

X	   Use	  of	  Uniform	  
Resource	  Locator	  
(URL)	  

Search	  and	  
Discovery	  

X	   X	   X	   X	   X	   X	  

Mobility	  
Management	  

Not	  defined	   Not	  defined	   Handled	  by	  the	  
Communica,on	  
Service	  Layer	  

Physical	  En,,es	  
periodically	  update	  
their	  locators	  

Web	  Objects	  
periodically	  update	  
their	  loca,on	  

Use	  of	  Persistent	  
URL	  (PURL)	  

Accoun&ng	  and	  
Authen&ca&on	  

X	   X	   X	   X	   X	   X	  

Associa&on	  real-‐
virtual	  objects	  

1-‐to-‐1	   1-‐to-‐1	   Many-‐to-‐one	   One-‐to-‐many	   One-‐to-‐many	   Many-‐to-‐many	  

ETSI	  M2M	  and	  
oneM2M	  	  

FI-‐WARE	   SENSEI	   IoT-‐A	   COMPOSE	   iCore	  
	  

COMPOSE is basically a platform with which external
stakeholders can interact. Physical objects are known as Web
Objects, which provide the feed for the platform, offering
physical resources to all internal processing components up
to developers and end-users. To overcome the heterogeneity
of Web Objects, Service Objects are created, which exhibit
standard API towards the rest of the components within the
COMPOSE platform.

Furthermore, Service Objects are enhanced by semantic
metadata and stored in a registry. The enriched description
can be used by the discovery mechanism to supply external
users with information on the characteristics and functional
aspects of the Service Object. Developers interact with the
platform via a portal that enables to locate existing entities
(in the form of Service Objects represented in the platform
and COMPOSE applications) which are of interest to them.
New COMPOSE applications are created potentially based on
existing ones, which are enhanced with cognitive capability.

4) Many real objects for many virtual objects:
a) iCore: The iCore framework [23] is organised in

three levels: in the Virtual Object (VO) level, virtual repre-
sentations of any real-world object are dynamically created
and destroyed, so that any physical object becomes virtually
“always on”; at this level cognitive technologies are used in
order to maintain a constant link between real-world object
and VO so to ensure self-management and self-configuration.
In the upper layer, the Composite Virtual Object (CVO) level, a
cognitive mashup of semantically interoperable VOs is created,
in order to offer an automated ability to aggregate VOs to
meet application requirements; the CVO enables the reuse of
existing VOs outside of their initial domain. The last layer is
the Service layer, which has the role to translate the application

requirements into services to be fulfilled by the CVO level.
VOs and CVOs are implemented as web resources using

RESTful Web Services and stored in the VO and CVO registry
to be accessible for the authorised parties. They are described
through semantics and contextual information, which are used
for the specification and high-level description, registration,
discovery and access/invocation of existing VOs and CVOs.
Moreover, this description enables VOs’ reusability, so that a
single VO can be associated to many real objects and vice
versa.

B. Building Blocks for a Virtualisation Enabled Architecture

In Figure 3, we highlight the common building blocks
needed to implement a virtualisation layer. The core com-
ponent is the process representing the virtual object, which
is the one that interfaces with the physical object and the
external services and applications. Following the description in
Section III-B, in this figure we show virtualisation specific and
enhanced blocks. In the first category, semantic description can
be considered the only required functionality; however, with
the exception of ETSI M2M, a context awareness module is
implemented in all modern architectures. The ability to make
relevant decisions based on the knowledge acquired, offered
by a cognitive management module, is only implemented in
the iCORE and COMPOSE architectures, and in the latter
case is only application-related. Regarding the virtualisation
enhanced blocks, we can find the same modules as in classic
architectures with the exception that they act directly on the
virtual objects instead of the physical objects. In the IoT
scenario, mobility management will surely be a core building
block, however not every architecture defines it explicitly.
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APPLICATION	  LAYER	  

	  
	  
	  

VIRTUALISATION	  LAYER	  

PHYSICAL	  LAYER	  

VO
	  M

AN
AG

EM
EN

T	  

VO	   VO	   VO	   VO	  

COGNITIVE	  
MANAGEMENT	  
(only	  iCORE	  and	  
COMPOSE)	  

SEMANTIC	  
DESCRIPTION	  

CONTEXT	  
AWARENESS	  
(except	  ETSI	  

M2M)	  

ADDRESSING	  AND	  
NAMING	  

SEARCH	  AND	  
DISCOVERY	  

MOBILITY	  
MANAGEMENT	  

(not	  specified	  in	  ETSI	  
M2M	  and	  FI-‐WARE)	  

VirtualisaIon	  
specific	  

ACCOUNTING	  AND	  
AUTHENTICATION	  

VirtualisaIon	  enhanced	  

Fig. 3. High level components for a generic virtualisation enabled architecture

In order for virtual objects to manage the functionalities
defined in Section III-B, a management block is needed to:

1) Create them: whenever a new object is detected, it is
associated with a new virtual object instance [55], based on the
information it provides about its resources and functionalities.
This information is then translated into a semantic language
that is understandable by the other objects that belong to the
system.

2) Maintain and coordinate them during their whole lifecy-
cle: mechanisms are provided to enable interoperation among
virtual objects instances [69], in order to prevent and resolve
conflicts and instabilities deriving from concurrent invocations
of the same virtual object.

3) Delete virtual objects when they are not used anymore.
The place where virtual object instances are located de-

pends on the architecture requirements. Not every existing
virtual object-based architecture defines precisely where the
virtualization layer is located. However, most of them place
it in the cloud, as it offers integration among monitored
data, stored data, analytics tools, visualisation platforms and
client delivery [70]. Not only are the processing capabili-
ties distributed among multiple intelligent objects, but also
storage is distributed, making real-time searches easier to be
performed [63]. Communication between virtual objects is
web-based, and it usually makes use of RESTful technologies.
Nevertheless, sending all the data collected by IoT elements
to the cloud may have two main drawbacks: 1) the increase
in latency and required bandwidth that may affect the device
resources; 2) the need to manage a huge number of objects at

the same time causes an increase in complexity, which leads to
an inefficient use of the cloud resources (e.g. available energy),
as well as higher execution times.

This approach may not be acceptable for real-time appli-
cations, especially for those where emergency situations need
to be handled [71]. For this reason, implementing some of
the virtual objects functionalities close to the places where
the real objects are located, needs to be considered. For
example, in smart home energy management systems the
whole data collection, data processing, and decision making
process can be performed locally, without the need to overload
the network with communication messages coming from and
to the smart home system. Embedding the virtual object
management functionality on physical objects solves these
problems. However, it can only be implemented on objects
with high processing capabilities. Moreover, communication
interfaces are not common to all objects, but they depend on
the communication protocols used by them.

A trade off between these two solutions is represented by the
introduction of a middleware, which should act as a gateway
among physical objects and the cloud, implementing all the
communication interfaces that are needed. Furthermore, it
should be able to distinguish when data should be immediately
delivered to the cloud, or it is more convenient to process data
locally and send only low amounts of aggregated data to the
cloud [72]. As it is easy to infer, this is the most complex
solution, which requires high self-management capabilities.
Optimisation mechanisms need to be taken into account to en-
hance the use of the resources available, while contemporarily
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satisfying quality requirements [73].

V. Lessons Learned and Current Challenges

Keeping in mind the initial definition of virtual object as a
digital representation of a real word object, we have reviewed
the milestones that led to its evolution and have analysed
its basic functionalities. Even if we are probably just at the
midway of its advancement, as clearly arising from this review,
we can enhance its definition as follow:

a virtual object is a digital representation,
semantically enriched, of a real world object
(human or lifeless, static or mobile, solid or

intangible), which is able to acquire, analyse and
interpret information about its context, to augment
the potentialities of the associated services for the

benefits of the quality of life of humans as final
consumer of the real world data.

Additionally, we can summarise the lessons learned and the
current challenges as follows:

1) several independent works and projects make use of
the concept of virtual object, however there is no common
association between virtual and real object. It is still unclear
if the virtual object should match all the services of a single
real object or only a subset of them.
Let us consider the case of a car, as shown in Figure 4: when
cars are exhibited at an automobile manufacturing company,
there is no need to associate a virtual object to every single
car, but it could be associated to all the cars for monitoring
reasons [19][20], then providing a many-to-one association
between real and virtual objects and reducing the resource
consumption of the system. When a customer buys a car, she
can use it [21]: i) as a smart meter; ii) to register the car
to the insurance company; iii) to obtain remote maintenance
from the automobile manufacturer database. For every service
offered by the same physical object, i.e. the car, a virtual object
is created (one-to-many association). Otherwise, she can also
decide to register a single virtual object, which interfaces with
several services offered by the car, e.g. which handles the
car insurance and smart meter applications [23], and re-use
another virtual object for other purposes, such as the remote
maintenance, to handle both her car and her motorcycle, then
leading to a many-to-many association between real and virtual
object.

2) It is important to find a tradeoff between the number
of replicas of the same information and their reusability. On
the one hand, the creation of a virtual object for each service
helps the service discovery when a particular service is needed
by an application. On the other hand, creating a single virtual
object for each real world object allows the same information
to be available for different services and then lessens the
memory consumption. Indeed, a many-to-many association
between real and virtual objects can provide a higher degree of
freedom in the design of the virtualisation layer; the specific
choice is related to many factors and will depend on the role
that the virtual object will play in the coming years: as an
endpoint to find information useful for applications, creating
a virtual object for every service could be the best solution;

VO	  

VO	  

VO	  

VO	  

VO	  

Monitoring	  

Smart	  meter	  

Remote	  maintenance	  

REAL-WORLD OBJECTS VIRTUAL OBJECTS APPLICATIONS 

Car	  insurance	  

VO	  

Smart	  meter	  

Remote	  maintenance	  

Car	  insurance	  

Fig. 4. Equivalence between real-word and virtual objects

with the advent of the Information Centric Networking (ICN)
approach, the service discovery operations will be content-
centric instead of location-centric, so the virtual objects will
act only as gateways to access the virtual world and then a
single virtual object for each real entity could be enough.

3) The role of the virtualisation layer differs from archi-
tecture to architecture; however some functionalities can be
considered basic and are present in most of them. As we
have seen in Section IV-B, this applies to the virtualisation
enhanced functionalities as well as to the use of: semantic
descriptions to represent an object in the virtual world; context
awareness to absorb all incoming data from external objects
and performs calculations and transformations on them. In the
following years, we foresee that virtual objects will be able to
manage in a cognitive way the accumulated data in order to
make decisions and to act upon the physical devices.

4) Interoperability is one of the main concerns regarding
IoT middleware solutions. Each architecture that has been
investigated in this paper proposes a different virtual object
model, described with different semantic languages. The con-
sequence is that virtual objects belonging to different archi-
tectures are not able to communicate, and thus they cannot
cooperate. Interoperability among the different IoT architec-
tures heavily depends on the available APIs and their usability.
Compliance of different architectures elements to a common
reference model needs to be provided, in order to enable their
coexistence. To overcome semantic ambiguity, we foresee two
possible solutions: on the one hand, the development of com-
prehensive shared information models can facilitate semantic
interaction among different virtual object implementations;
on the other hand, semantic interaction can be achieved by
providing appropriate semantic mediators (translators) at each
architecture’s end to facilitate the conversion to the virtual
object format which each architecture understands.

5) The expected upsurge of the number of objects involved
in the IoT [24], is going to exacerbate the scalability issue in
the next few years. Virtual object life cycle will need to be
thoroughly managed, so that virtual objects are deleted as soon
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as they are not needed anymore. One of the future challenges
related to virtualisation will certainly be virtual object garbage
collection.

6) The creation of an effective Internet of (every)Things
will pass through the definition of an augmented virtual
object; it will encompass the capability to autonomously and
adaptively interact with the surrounding environment, in order
to dynamically deploy applications for the benefit of the
humans, so as to improve their quality of life. Which principles
and rules should govern the virtual objects behaviour is still
to be understood. One of the proposed approaches is that of
giving them a behaviour similar to that of the humans in the
real world, which, with more or less complex social rules,
undertake effective interactions in a scalable way. This so
called Social IoT is expected to bring to a social network
of virtual objects that exchange data and services following
the friendships among them in a scalable and trustworthy
way [74]. Other solutions propose to follow the principles
of the mankind neural system to drive the interactions, as
it is the most effective solution proposed by the nature to
support intensive communications in complex networks [75].
The evolution and possible use cases that will be engendered
by applications of these solutions are still unknown, but it
is straightforward that they can be easily enabled by virtual
objects, thanks to capability of cope with complex networks.

VI. Conclusions

In this paper, a comprehensive study of the role of virtual
object proposed in the literature for the IoT is presented. We
first surveyed the milestones that led to the various definitions
and characteristics of virtual object. We then investigated the
reasons why the use of virtual objects is becoming so strategic
in the development of new IoT applications. At this purpose,
we analysed the basic IoT issues, and the functionalities
associated to virtual objects that have been conceived to solve
these issues. The existing architectures that make use of virtual
objects have been surveyed and compared.

What we learnt from this study is that the virtual object
helps addressing IoT challenges but, even if the different
implementations share similar functionalities, at the moment
there is no standard format or any recommendation to regulate
their usage. We finally discuss some still open issues and
emerging trends that will pave the way for future researches.
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